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Installation


Using Anaconda [https://anaconda.org/NEGU93/cvnn]

Only vanilla version available for the moment:

conda install -c negu93 cvnn







Using PIP [https://pypi.org/project/cvnn/]

Full Version installs full version with all features:

pip install cvnn[full]





Vanilla Version
installs all the minimum dependencies:

pip install cvnn





Plot capabilities
has the posibility to plot the results obtained with the training with several plot libraries:

pip install cvnn[plotter]







Using GitHub

Useful if you want to modify the source code:

git clone https://github.com/NEGU93/cvnn.git






Note

Please, remember to cite me [https://github.com/NEGU93/cvnn#cite-me] accordingly [CIT2019-BARRACHINA-CODE]




	CIT2019-BARRACHINA-CODE

	Jose Agustin Barrachina. “Complex-Valued Neural Networks (CVNN)”. GitHub repository.









          

      

      

    

  

    
      
          
            
  
Getting Started

Welcome to my library! [CIT2019-BARRACHINA-CODE]

Ideology

The idea of this library is just to implement Complex layers (ComplexLayer) so that everything else stays the same as any Tensorflow code.

The only difference with a Tensorflow code is that you should use cvnn.layers module instead of tf.keras.layers.

Although tf.activation and tf.initializers could be used, it is HIGHLY recommended (and some times compulsory) to use the cvnn module options.


Warning

For a reason I ignore, TensorFlow casts the input automatically to floating. To avoid this, always create first a ComplexInput layer in all your models.



If you are here is because you want to train a Complex-Valued Neural Network (CVNN). Use the following link for a quick tutorial.



	1.1. You want to train a Complex Valued Model as you will do with Keras







Real-valued case

Although this library is intended to work with complex data type, it also supports real dtype by just using the dtype parameter in each ComplexLayer constructor.

All cvnn activation functions and initializers already work Ok for real and complex inputs, so nothing should change.

This allows me to debug the code (comparing it’s result with keras on real data) but also to easily implement a comparison between a complex and a real network minimizing the error.

You have some examples of this as for example MNIST.


Note

Please, remember to cite me [https://github.com/NEGU93/cvnn#cite-me] accordingly [CIT2019-BARRACHINA-CODE]




	CIT2019-BARRACHINA-CODE(1,2)

	Jose Agustin Barrachina. “Complex-Valued Neural Networks (CVNN)”. GitHub repository.








          

      

      

    

  

    
      
          
            
  
Complex Layers



	Complex Convolution
	Complex Conv 2D

	Complex Conv 1D and 3D





	Complex Dense

	Complex Pooling
	Complex Pooling 2D
	Complex Max Pooling 2D

	Complex Average Pooling 2D

	Complex Max Pooling 2D With Argmax





	Complex Pooling 1D
	Complex Average Pooling 1D









	Complex Upsampling techniques
	Un-pooling 2D

	Complex Convolution 2D Transpose

	Complex Upsampling 2D





	Complex Dropout

	Complex Batch Normalization








          

      

      

    

  

    
      
          
            
  
Complex Convolution


Complex Conv 2D

Small code example

input_shape = (4, 28, 28, 3)
x = tf.cast(tf.random.normal(input_shape), tf.complex64)
y = ComplexConv2D(2, 3, activation='cart_relu', padding="same", input_shape=input_shape[1:], dtype=x.dtype)(x)
assert y.shape == (4, 28, 28, 2)
assert y.dtype == tf.complex64






	
class ComplexConv2D

	2D convolution layer (e.g. spatial convolution over images).
Support complex and real input.

[image: ../_images/1*1VJDP6qDY9-ExTuQVEOlVg.gif]
This layer creates a convolution kernel that is convolved with the layer input to produce a tensor of outputs.
If use_bias is True, a bias vector is created and added to the outputs.
Finally, if activation is not None, it is applied to the outputs as well.
When using this layer as the first layer in a model, provide the keyword argument input_shape (tuple of integers, does not include the sample axis),
e.g. input_shape=(128, 128, 3) for 128x128 RGB pictures in data_format="channels_last".






	
__init__(self, filters, kernel_size, strides=(1, 1), padding='valid', data_format=None, dilation_rate=(1, 1), groups=1, activation=None, use_bias=True, dtype=np.complex64, kernel_initializer=ComplexGlorotUniform(), bias_initializer=Zeros(), kernel_regularizer=None, bias_regularizer=None, activity_regularizer=None, kernel_constraint=None, bias_constraint=None, init_technique: str = 'mirror', **kwargs)

	
	Parameters

	
	filters – Integer, the dimensionality of the output space (i.e. the number of output filters in the convolution).


	kernel_size – An integer or tuple/list of 2 integers, specifying the height and width of the 2D convolution window. Can be a single integer to specify  the same value for all spatial dimensions.


	strides – An integer or tuple/list of 2 integers, specifying the strides of the convolution along the height and width. Can be a single integer to specify the same value for all spatial dimensions.
Specifying any stride value != 1 is incompatible with specifying any dilation_rate value != 1.


	padding – one of "valid" or “same” (case-insensitive).
- "valid" means no padding.
- "same" results in padding evenly to the left/right or up/down of the input such that output has the same height/width dimension as the input.


	dtype – Dtype of the input and therefore layer. Default complex64.


	data_format – A string, one of channels_last (default) or channels_first.
The ordering of the dimensions in the inputs. channels_last corresponds to inputs with shape (batch_size, height, width, channels) while channels_first corresponds to inputs with shape (batch_size, channels, height, width). It defaults to the image_data_format value found in your Keras config file at ~/.keras/keras.json.
If you never set it, then it will be channels_last.


	dilation_rate – an integer or tuple/list of 2 integers, specifying the dilation rate to use for dilated convolution. Can be a single integer to specify the same value for all spatial dimensions.
Currently, specifying any dilation_rate value != 1 is incompatible with specifying any stride value != 1.


	groups – A positive integer specifying the number of groups in which the input is split along the channel axis. Each group is convolved separately
with filters / groups filters. The output is the concatenation of all the groups results along the channel axis. Input channels and filters must both be divisible by groups.


	activation – Activation function to use. If you don’t specify anything, no activation is applied (see keras.activations or cvnn.activations).
For complex dtype, this must be a cvnn.activations module.


	use_bias – Boolean, whether the layer uses a bias vector.


	kernel_initializer – Initializer for the kernel weights matrix (see cvnn.initializers).


	bias_initializer – Initializer for the bias vector (see cvnn.initializers).


	kernel_regularizer – Regularizer function applied to the kernel weights matrix (see keras.regularizers).


	bias_regularizer – Regularizer function applied to the bias vector (see keras.regularizers).


	activity_regularizer – Regularizer function applied to the output of the layer (its “activation”) (see keras.regularizers).


	kernel_constraint – Constraint function applied to the kernel matrix (see keras.constraints).


	bias_constraint – Constraint function applied to the bias vector (see keras.constraints).


	init_technique – String. One of ‘mirror’ or ‘zero_imag’. Tells the initializer how to init complex number if the initializer was tensorflow’s built in initializers (not supporting complex numbers).


	’mirror’ (default): Uses the initializer for both real and imaginary part. Note that some initializers such as Glorot or He will lose it’s property if initialized this way.


	’zero_imag’: Initializer real part and let imaginary part to zero.


















Warning

ATTENTION: regularizers not yet working, that parameter will be ignored.




	
call(self, inputs)

	
	Calls convolution, this function is divided in 4:

	
	Input parser/verification


	Convolution


	Bias


	Activation Function









	Parameters

	inputs – Input tensor, or list/tuple of input tensors.



	Returns

	A tensor of rank 4+ representing activation(conv2d(inputs, kernel) + bias).











Complex Conv 1D and 3D

This library also has 1D (ComplexConv1D) and 3D (ComplexConv3D) convolution layers.
Usage is analogous to ComplexConv2D.





          

      

      

    

  

    
      
          
            
  
Complex Dense


	
class ComplexDense

	Fully connected complex-valued layer.

Implements the operation:


\[\sigma(\textrm{input * weights + bias})\]


	where data types can be either complex or real.


	activation (\(\sigma\)) is the element-wise activation function passed as the activation argument,


	weights is a matrix created by the layer


	bias is a bias vector created by the layer









	
__init__(self, units, activation=None, use_bias=True, kernel_initializer=ComplexGlorotUniform(), bias_initializer=Zeros(), dtype=DEFAULT_COMPLEX_TYPE, init_technique: str = 'mirror', **kwargs)

	Initializer of the Dense layer


	Parameters

	
	units – Positive integer, dimensionality of the output space.


	activation – Activation function to use.
Either from keras.activations or cvnn.activations. For complex dtype, only cvnn.activations module supported.
If you don’t specify anything, no activation is applied (ie. “linear” activation: a(x) = x).


	use_bias – Boolean, whether the layer uses a bias vector.


	kernel_initializer – Initializer for the kernel weights matrix.
Recomended to use a ComplexInitializer such as cvnn.initializers.ComplexGlorotUniform() (default)


	bias_initializer – Initializer for the bias vector.
Recomended to use a ComplexInitializer such as cvnn.initializers.Zeros() (default)


	dtype – Dtype of the input and layer.


	init_technique – String. One of ‘mirror’ or ‘zero_imag’. Tells the initializer how to init complex number if the initializer was tensorflow’s built in initializers (not supporting complex numbers).


	’mirror’ (default): Uses the initializer for both real and imaginary part. Note that some initializers such as Glorot or He will lose it’s property if initialized this way.


	’zero_imag’: Initializer real part and let imaginary part to zero.

















Code example

Let’s first get some data to test

img_r = np.array([[
    [0, 1, 2],
    [0, 2, 2],
    [0, 5, 7]
], [
    [0, 4, 5],
    [3, 7, 9],
    [4, 5, 3]
]]).astype(np.float32)
img_i = np.array([[
    [0, 4, 5],
    [3, 7, 9],
    [4, 5, 3]
], [
    [0, 4, 5],
    [3, 7, 9],
    [4, 5, 3]
]]).astype(np.float32)
img = img_r + 1j * img_i





Ok, we are now ready to run it through a ComplexDense layer (with a ComplexFlatten first of couse)

c_flat = ComplexFlatten()
c_dense = ComplexDense(units=10)
res = c_dense(c_flat(img.astype(np.complex64)))
assert res.shape == [2, 10]
assert res.dtype == tf.complex64





Now, to do this in a Sequential model we can do it like:

model = tf.keras.models.Sequential()
model.add(ComplexInput(input_shape=(3, 3)))
model.add(ComplexFlatten())
model.add(ComplexDense(32, activation='cart_relu'))
model.add(ComplexDense(32))
model.output_shape





This will output (None, 32). You can run the data created previously with

res = model(img.astype(np.complex64))
assert res.dtype == tf.complex64





Doing now model.summary() will output

_________________________________________________________________
Layer (type)                 Output Shape              Param #
=================================================================
complex_flatten_1 (ComplexFl (None, 9)                 0
_________________________________________________________________
complex_dense_1 (ComplexDens (None, 32)                640
_________________________________________________________________
complex_dense_2 (ComplexDens (None, 32)                2112
=================================================================
Total params: 2,752
Trainable params: 2,752
Non-trainable params: 0
_________________________________________________________________






Note

If the input to the layer has a rank greater than 2, then Dense computes the dot product between the inputs and the kernel along the last axis of the inputs and axis 1 of the kernel (using tf.tensordot). For example, if input has dimensions (batch_size, d0, d1), then we create a kernel with shape (d1, units), and the kernel operates along axis 2 of the input, on every sub-tensor of shape (1, 1, d1) (there are batch_size * d0 such sub-tensors). The output in this case will have shape (batch_size, d0, units).






          

      

      

    

  

    
      
          
            
  
Complex Pooling



	Complex Pooling 2D
	Complex Max Pooling 2D

	Complex Average Pooling 2D

	Complex Max Pooling 2D With Argmax





	Complex Pooling 1D
	Complex Average Pooling 1D












          

      

      

    

  

    
      
          
            
  
Complex Pooling 2D


	
class ComplexPooling2D

	Pooling layer for arbitrary pooling functions, for 2D inputs (e.g. images).
Abstract class. This class only exists for code reuse. It will never be an exposed API.






	
__init__(self, pool_size=(2, 2), strides=None, padding='valid', data_format=None, name=None, **kwargs)

	
	Parameters

	
	pool_size – An integer or tuple/list of 2 integers: (pool_height, pool_width) specifying the size of the pooling window.
Can be a single integer to specify the same value for all spatial dimensions.


	strides – An integer or tuple/list of 2 integers, specifying the strides of the pooling operation.
Can be a single integer to specify the same value for all spatial dimensions.


	padding – A string. The padding method, either ‘valid’ or ‘same’. Case-insensitive.


	data_format – A string, one of channels_last (default) or channels_first.
The ordering of the dimensions in the inputs.
- channels_last corresponds to inputs with shape
- (batch, height, width, channels) while channels_first corresponds to inputs with shape (batch, channels, height, width).


	name – A string, the name of the layer.













Complex Max Pooling 2D


	
class ComplexMaxPooling2D

	Max pooling operation for 2D spatial data.
Works for complex dtype using the absolute value to get the max.





Complex dtype example

First, let’s create a complex image

img_r = np.array([[
    [0, 1, 2],
    [0, 2, 2],
    [0, 5, 7]
], [
    [0, 4, 5],
    [3, 7, 9],
    [4, 5, 3]
]]).astype(np.float32)
img_i = np.array([[
    [0, 4, 5],
    [3, 7, 9],
    [4, 5, 3]
], [
    [0, 4, 5],
    [3, 2, 2],
    [4, 8, 9]
]]).astype(np.float32)
img = img_r + 1j * img_i
img = np.reshape(img, (2, 3, 3, 1))
print(img[...,0])





This outputs

[
    [0.+0.j 1.+4.j 2.+5.j]
    [0.+3.j 2.+7.j 2.+9.j]
    [0.+4.j 5.+5.j 7.+3.j]
],[
    [0.+0.j 1.+4.j 2.+5.j]
    [0.+3.j 2.+7.j 2.+9.j]
    [0.+4.j 5.+5.j 7.+3.j]
]





Now let’s run the ComplexMaxPooling2D layer

max_pool = ComplexMaxPooling2D(strides=1)
res = max_pool(img.astype(np.complex64))
print(res[...,0])





The results is then

<tf.Tensor: shape=(2, 2, 2), dtype=complex64, numpy=
array([[
        [2.+7.j, 2.+9.j],
        [2.+7.j, 2.+9.j]
    ],[
        [7.+2.j, 9.+2.j],
        [5.+8.j, 3.+9.j]
    ]], dtype=complex64)>





Real dtype example

This layer also works for real-valued input, for example:

x = tf.constant([[1., 2., 3.],
                 [4., 5., 6.],
                 [7., 8., 9.]])
x = tf.reshape(x, [1, 3, 3, 1])
max_pool_2d = tf.keras.layers.MaxPooling2D(pool_size=(2, 2), strides=(1, 1), padding='valid')
complex_max_pool_2d = ComplexMaxPooling2D(pool_size=(2, 2), strides=(1, 1), padding='valid')
assert np.all(max_pool_2d(x) == complex_max_pool_2d(x))







Complex Average Pooling 2D


	
class ComplexAvgPooling2D

	Average pooling operation for spatial data.
Works for complex and real dtype.





Complex dtype example

First, let’s create a complex image

img_r = np.array([[
    [0, 1, 2],
    [0, 2, 2],
    [0, 5, 7]
], [
    [0, 4, 5],
    [3, 7, 9],
    [4, 5, 3]
]]).astype(np.float32)
img_i = np.array([[
    [0, 4, 5],
    [3, 7, 9],
    [4, 5, 3]
], [
    [0, 4, 5],
    [3, 2, 2],
    [4, 8, 9]
]]).astype(np.float32)
img = img_r + 1j * img_i
img = np.reshape(img, (2, 3, 3, 1))
print(img[...,0])





This outputs

[
    [0.+0.j 1.+4.j 2.+5.j]
    [0.+3.j 2.+7.j 2.+9.j]
    [0.+4.j 5.+5.j 7.+3.j]
],[
    [0.+0.j 1.+4.j 2.+5.j]
    [0.+3.j 2.+7.j 2.+9.j]
    [0.+4.j 5.+5.j 7.+3.j]
]





Now let’s run the ComplexAvgPooling2D layer

avg_pool = ComplexAvgPooling2D(strides=1)
res = avg_pool(img.astype(np.complex64))
print(res[...,0])





The results is then

tf.Tensor([[
    [0.75+3.5j  1.75+6.25j]
    [1.75+4.75j 4.  +6.j  ]
],[
    [3.5 +2.25j 6.25+3.25j]
    [4.75+4.25j 6.  +5.25j]
]], shape=(2, 2, 2), dtype=complex64)







Complex Max Pooling 2D With Argmax


	
class ComplexMaxPooling2DWithArgmax

	Max pooling operation for 2D spatial data and outputs both max values and indices.
This class is equivalent to ComplexMaxPooling2D but that also outputs indices.
Useful to perform Max Unpooling using ComplexUnPooling2D.
Works for complex dtype using the absolute value to get the max.






	
call(self, inputs, **kwargs)

	
	Parameters

	inputs – A Tensor. Input to pool over.



	Returns

	A tuple of Tensor objects (output, argmax).


	output        A Tensor. Has the same type as input.


	argmax        A Tensor. The indices in argmax are flattened (Complains directly to TensorFlow)


















          

      

      

    

  

    
      
          
            
  
Complex Pooling 1D


	
class ComplexPooling2D

	Pooling layer for arbitrary pooling functions, for 1D inputs.
Abstract class. This class only exists for code reuse. It will never be an exposed API.






	
__init__(self, pool_size=(2, 2), strides=None, padding='valid', data_format=None, name=None, **kwargs)

	
	Parameters

	
	pool_size – An integer: Specifying the size of the pooling window.


	strides – Integer, or None. Factor by which to downscale. E.g. 2 will halve the input. If None, it will default to pool_size.


	padding – One of “valid” or “same” (case-insensitive). “valid” means no padding. “same” results in padding evenly to the left/right or up/down of the input such that output has the same height/width dimension as the input.


	data_format – A string, one of channels_last (default) or channels_first. The ordering of the dimensions in the inputs. channels_last corresponds to inputs with shape (batch, steps, features) while channels_first corresponds to inputs with shape (batch, features, steps).


	name – A string, the name of the layer.













Complex Average Pooling 1D


	
class ComplexAvgPooling1D

	Downsamples the input representation by taking the average value over the window defined by pool_size.
The window is shifted by strides. The resulting output when using “valid” padding option has a shape of: output_shape = (input_shape - pool_size + 1) / strides)
The resulting output shape when using the “same” padding option is: output_shape = input_shape / strides





Complex dtype example

First, let’s create a complex image

img_r = np.array([[
    [0, 1, 2, 0, 2, 2, 0, 5, 7]
], [
    [0, 4, 5, 3, 7, 9, 4, 5, 3]
]]).astype(np.float32)
img_i = np.array([[
    [0, 4, 5, 3, 7, 9, 4, 5, 3]
], [
    [0, 4, 5, 3, 2, 2, 4, 8, 9]
]]).astype(np.float32)
img = img_r + 1j * img_i
img = np.reshape(img, (2, 9, 1))
print(img[...,0])





This outputs

[[0.+0.j 1.+4.j 2.+5.j 0.+3.j 2.+7.j 2.+9.j 0.+4.j 5.+5.j 7.+3.j]
 [0.+0.j 4.+4.j 5.+5.j 3.+3.j 7.+2.j 9.+2.j 4.+4.j 5.+8.j 3.+9.j]]





Now let’s run the ComplexAvgPooling1D layer

avg_pool = ComplexAvgPooling1D(strides=1)
res = avg_pool(img.astype(np.complex64))
print(res[...,0])





The results is then

tf.Tensor(
            [[0.5+2.j  1. +4.j  2. +8.j  2.5+4.5j]
             [2. +2.j  4. +4.j  8. +2.j  4.5+6.j ]],
          shape=(2, 4), dtype=complex64)









          

      

      

    

  

    
      
          
            
  
Complex Upsampling techniques



	Un-pooling 2D

	Complex Convolution 2D Transpose

	Complex Upsampling 2D








          

      

      

    

  

    
      
          
            
  
Un-pooling 2D


Warning

Still has a bug, if argmax has coincident indexes. Don’t know if this is a desired behaivour or not.




	
class ComplexUnPooling2D

	This class was inspired to recreate the CV-FCN model of [CIT2019-CAO]

Performs UnPooling as explained here [https://www.oreilly.com/library/view/hands-on-convolutional-neural/9781789130331/6476c4d5-19f2-455f-8590-c6f99504b7a5.xhtml].

There are 2 main ways to use this function


	Using the expected output shape or


	Using the upsampling_factor parameter.




The second options is the only way to deal with partially known output, for example (None, None, 3) to deal with variable size iamges.






[image: ../_images/max_unpool_explain.png]

Usage example with desired_output_shape

from cvnn.layers import ComplexUnPooling2D, complex_input, ComplexMaxPooling2DWithArgmax
import tensorflow as tf
import numpy as np

def get_img():
    img_r = np.array([[
        [0, 1, 2],
        [0, 2, 2],
        [0, 5, 7]
    ], [
        [0, 7, 5],
        [3, 7, 9],
        [4, 5, 3]
    ]]).astype(np.float32)
    img_i = np.array([[
        [0, 4, 5],
        [3, 7, 9],
        [4, 5, 3]
    ], [
        [0, 4, 5],
        [3, 2, 2],
        [4, 8, 9]
    ]]).astype(np.float32)
    img = img_r + 1j * img_i
    img = np.reshape(img, (2, 3, 3, 1))
    return img

x = get_img()       # Gets an image just for the example
inputs = complex_input(shape=x.shape[1:])
# Apply max-pooling and gets also argmax
max_pool_o, max_arg = ComplexMaxPooling2DWithArgmax(strides=1, data_format="channels_last", name="argmax")(inputs)
# Applies the Unpooling
outputs = ComplexUnPooling2D(x.shape[1:])([max_pool_o, max_arg])

model = tf.keras.Model(inputs=inputs, outputs=outputs, name="pooling_model")
model.summary()
model(x)





Usage example with upsampling_factor

inputs = complex_input(shape=(None, None, 3))  # Input is an unknown size RGB image
max_pool_o, max_arg = ComplexMaxPooling2DWithArgmax(strides=1, data_format="channels_last", name="argmax")(inputs)
unpool = ComplexUnPooling2D(upsampling_factor=2)([input_to_block, pool_argmax])

model = tf.keras.Model(inputs=inputs, outputs=outputs, name="pooling_model")
model.summary()
model(x)






	
__init__(self, desired_output_shape, name=None, dtype=DEFAULT_COMPLEX_TYPE, dynamic=False, **kwargs)

	
	Parameters

	
	desired_output_shape – tf.TensorShape (or equivalent like tuple or list). The expected output shape without the batch size. Meaning that for a 2D image to be enlarged, this is size 3 of the form HxWxC or CxHxW


	upsampling_factor – Integer. The factor to which enlarge the image. For example, if upsampling_factor=2, an input image of size 32x32 will be 64x64. This parameter is ignored if desired_output_shape is used or if the output shape is given to the call funcion.













	
call(self, inputs, **kwargs)

	
	Parameters

	inputs – A tuple of Tensor objects (input, argmax).


	input A Tensor.


	argmax A Tensor. The indices in argmax are flattened (Complains directly to TensorFlow)


	output_shape (Optional) A tf.TensorShape (or equivalent like tuple or list). The expected output shape without the batch size. Meaning that for a 2D image to be enlarged, this is size 3 of the form HxWxC or CxHxW















	CIT2019-CAO

	Cao, Wu, Zhang, Liang and Li. “Pixel-Wise PolSAR Image Classification via a Novel Complex-Valued Deep Fully Convolutional Network” DPI: 10.3390/rs11222653, 2019.








          

      

      

    

  

    
      
          
            
  
Complex Convolution 2D Transpose


	
class ComplexConv2DTranspose

	Complex Transposed convolution layer. Sometimes (wrongly) called Deconvolution.

The need for transposed convolutions generally arises
from the desire to use a transformation going in the opposite direction
of a normal convolution, i.e., from something that has the shape of the
output of some convolution to something that has the shape of its input
while maintaining a connectivity pattern that is compatible with
said convolution.






	
__init__(self, filters, kernel_size, strides, padding, dtype, output_padding, data_format, dilation_rate, activation, use_bias, kernel_initializer, bias_initializer, kernel_regularizer, bias_regularizer, activity_regularizer, kernel_constraint, bias_constraint, **kwargs)

	
	Parameters

	
	filters – Integer, the dimensionality of the output space
(i.e. the number of output filters in the convolution).


	kernel_size – An integer or tuple/list of 2 integers, specifying the
height and width of the 2D convolution window.
Can be a single integer to specify the same value for all spatial dimensions.


	strides – An integer or tuple/list of 2 integers,
specifying the strides of the convolution along the height and width.
Can be a single integer to specify the same value for all spatial dimensions.
Specifying any stride value != 1 is incompatible with specifying
any dilation_rate value != 1.


	padding – one of "valid" or "same" (case-insensitive).
"valid" means no padding. "same" results in padding evenly to the left/right or up/down of the input such that output has the same height/width dimension as the input.


	output_padding – An integer or tuple/list of 2 integers,
specifying the amount of padding along the height and width of the output tensor.
Can be a single integer to specify the same value for all spatial dimensions.
The amount of output padding along a given dimension must be lower than the stride along that same dimension.
If set to None (default), the output shape is inferred.


	data_format – A string,
one of :code:channels_last (default) or channels_first.
The ordering of the dimensions in the inputs.
channels_last corresponds to inputs with shape (batch_size, height, width, channels) while channels_first
corresponds to inputs with shape (batch_size, channels, height, width).
It defaults to the image_data_format value found in your Keras config file at ~/.keras/keras.json.
If you never set it, then it will be “channels_last”.


	dilation_rate – an integer or tuple/list of 2 integers, specifying the dilation rate to use for dilated convolution.
Can be a single integer to specify the same value for all spatial dimensions.
Currently, specifying any dilation_rate value != 1 is incompatible with specifying any stride value != 1.


	activation – Activation function to use.
If you don’t specify anything, no activation is applied (see keras.activations).


	use_bias – Boolean, whether the layer uses a bias vector.


	kernel_initializer – Initializer for the kernel weights matrix (see keras.initializers).


	bias_initializer – Initializer for the bias vector (see keras.initializers).


	kernel_regularizer – Regularizer function applied to the kernel weights matrix (see keras.regularizers).


	bias_regularizer – Regularizer function applied to the bias vector (see keras.regularizers).


	activity_regularizer – Regularizer function applied to the output of the layer (its “activation”) (see keras.regularizers).


	kernel_constraint – Constraint function applied to the kernel matrix (see keras.constraints).


	bias_constraint – Constraint function applied to the bias vector (see keras.constraints).















          

      

      

    

  

    
      
          
            
  
Complex Upsampling 2D


	
class ComplexUpSampling2D

	Upsampling layer for 2D inputs.

The algorithms available are nearest neighbor or bilinear.

Usage example





import tensorflow as tf
from cvnn.layers import ComplexUnPooling2D
x = tf.convert_to_tensor([[[[1., 2.], [3., 4.]]]])
z = tf.complex(real=x, imag=x)
y_tf = tf.keras.layers.UpSampling2D(size=2, interpolation='bilinear', data_format='channels_first')(x)
y_cvnn = ComplexUpSampling2D(size=2, interpolation='bilinear', data_format='channels_first')(z)
assert np.all(y_tf == tf.math.real(y_cvnn).numpy())






	
__init__(self, size=(2, 2), data_format: Optional[str] = None, interpolation: str = 'nearest', dtype=DEFAULT_COMPLEX_TYPE, **kwargs)

	
	Parameters

	
	size – Int, or tuple of 2 integers. The upsampling factors for rows and columns.


	data_format – string, one of channels_last (default) or channels_first. The ordering of the dimensions in the inputs. channels_last corresponds to inputs with shape (batch_size, height, width, channels) while channels_first corresponds to inputs with shape (batch_size, channels, height, width).


	interpolation – A string, one of nearest or bilinear.















          

      

      

    

  

    
      
          
            
  
Complex Dropout


	
class ComplexDropout

	Applies Dropout to the input. It works also with complex inputs!
The Dropout layer randomly sets input units to 0 with a frequency of rate at each step during training time, which helps prevent overfitting.
Inputs not set to 0 are scaled up by 1/(1 - rate) such that the sum over all inputs is unchanged.
Note that the Dropout layer only applies when training is set to True such that no values are dropped during inference.
When using model.fit, training will be appropriately set to True automatically, and in other contexts, you can set the kwarg explicitly to True when calling the layer.
This is in contrast to setting trainable=False for a Dropout layer. trainable does not affect the layer’s behavior, as Dropout does not have any variables/weights that can be frozen during training.

Dropout [CIT2014-SRIVASTAVA] consists in randomly setting a fraction rate of input units to 0 at each update during training time, which helps prevent overfitting.






	
__init__(self, rate, noise_shape=None, seed=None)

	
	Parameters

	
	rate – Float between 0 and 1. Fraction of the input units to drop.


	noise_shape – 1D integer tensor representing the shape of the binary dropout mask that will be multiplied with the input.
For instance, if your inputs have shape (batch_size, timesteps, features) and you want the dropout mask to be the same for all timesteps, you can use noise_shape=(batch_size, 1, features).


	seed – A Python integer to use as random seed.













	
call(self, inputs, training=None)

	
	Parameters

	
	inputs – Input tensor (of any rank).


	training – Python boolean indicating whether the layer should behave in training mode (adding dropout) or in inference mode (doing nothing).












Code example

Let’s first create some data:

import tensorflow as tf
import numpy as np
import cvnn.layers as complex_layers

tf.random.set_seed(0)
layer = complex_layers.ComplexDropout(.2, input_shape=(2,))
data = np.arange(10).reshape(5, 2).astype(np.float32)
data = tf.complex(data, data)
print(data)





Data will therefore be:

<tf.Tensor: shape=(5, 2), dtype=complex64, numpy=
array([[0.+0.j, 1.+1.j],
      [2.+2.j, 3.+3.j],
      [4.+4.j, 5.+5.j],
      [6.+6.j, 7.+7.j],
      [8.+8.j, 9.+9.j]], dtype=complex64)>





Now when we apply the dropout layer:

outputs = layer(data, training=True)
print(output)





It outputs:

<tf.Tensor: shape=(5, 2), dtype=complex64, numpy=
array([[ 0.   +0.j  ,  1.25 +1.25j],
      [ 2.5  +2.5j ,  3.75 +3.75j],
      [ 5.   +5.j  ,  6.25 +6.25j],
      [ 7.5  +7.5j ,  8.75 +8.75j],
      [10.  +10.j  ,  0.   +0.j  ]], dtype=complex64)>





However, if you use training=False, you will get the data unchanged:

assert np.all(data == layer(data, training=False))






	CIT2014-SRIVASTAVA

	
	Srivastava, G. Hinton, A. Krizhevsky, I. Sutskever, and R. Salakhutdinov, “Dropout: a simple way to prevent neural networks from overfitting,” J. Mach. Learn. Res., vol. 15, no. 1, pp. 1929–1958, Jan. 2014











          

      

      

    

  

    
      
          
            
  
Complex Batch Normalization


	
class ComplexBatchNormalization

	Complex Batch-Normalization as defined in section 3.5 of [TRABELESI-2017]






	
__init__(axis=-1, momentum=0.99, center=True, scale=True, epsilon=0.001, beta_initializer=Zeros(), gamma_initializer=Ones(), dtype=DEFAULT_COMPLEX_TYPE, moving_mean_initializer=Zeros(), moving_variance_initializer=Ones(), cov_method: int = 2, **kwargs)

	
	Parameters

	
	axis – Integer, the axis that should be normalized (typically the features axis).


	momentum – Float. Momentum for the moving average.


	center – If True, add offset of beta to normalized tensor. If False, beta is ignored.


	scale – If True, multiply by gamma. If False, gamma is not used. When the next layer is linear (also e.g. nn.relu), this can be disabled since the scaling will be done by the next layer.


	epsilon – Small float added to variance to avoid dividing by zero.


	beta_initializer – Initializer for the beta weight.


	gamma_initializer – Initializer for the gamma weight.


	dtype – tf.complex32


	moving_mean_initializer – Initializer for the moving mean.


	moving_variance_initializer – Initializer for the moving variance.


	cov_method – Either 1 or 2. Algorithm to be applie. It should be the same results but calculated in a different manner. Used for debugging.













	TRABELESI-2017

	Trabelsi, Chiheb et al. “Deep Complex Networks” arXiv:1705.09792 [cs]. 2017.








          

      

      

    

  

    
      
          
            
  
Activation Functions



	TYPE A: Cartesian form

	TYPE B: Polar form

	Complex input, real output
	Softmax Based





	ReLU-based

	Phasor activation functions
	MVN activation function
	Continous values





	Georgiou CDBP





	Elementary Transcentental Functions
	Circular

	Inverse Circular

	Hyperbolic

	Inverse Hyperbolic









There are two ways to use an activation function

Option 1: Using the string as in act_dispatcher:

ComplexDense(units=x, activation='cart_sigmoid')





Option 2: Using the function directly:

from cvnn.activations import cart_sigmoid

ComplexDense(units=x, activation=cart_sigmoid)






Note

Unless explicitedly said otherwise, these activation functions does not change the input dtype.



List of activation functions:

act_dispatcher = {
    'linear': linear,
    # Complex input, real output
    'cast_to_real': cast_to_real,
    'convert_to_real_with_abs': convert_to_real_with_abs,
    'sigmoid_real': sigmoid_real,
    'softmax_real_with_abs': softmax_real_with_abs,
    'softmax_real_with_avg': softmax_real_with_avg,
    'softmax_real_with_mult': softmax_real_with_mult,
    'softmax_of_softmax_real_with_mult': softmax_of_softmax_real_with_mult,
    'softmax_of_softmax_real_with_avg': softmax_of_softmax_real_with_avg,
    'softmax_real_with_polar': softmax_real_with_polar,
    # Phasor networks
    'georgiou_cdbp': georgiou_cdbp,
    'mvn_activation': mvn_activation,
    'complex_signum': complex_signum,
    # Type A (cartesian)
    'cart_sigmoid': cart_sigmoid,
    'cart_elu': cart_elu,
    'cart_exponential': cart_exponential,
    'cart_hard_sigmoid': cart_hard_sigmoid,
    'cart_relu': cart_relu,
    'cart_leaky_relu': cart_leaky_relu,
    'cart_selu': cart_selu,
    'cart_softplus': cart_softplus,
    'cart_softsign': cart_softsign,
    'cart_tanh': cart_tanh,
    'cart_softmax': cart_softmax,
    # Type B (polar)
    'pol_tanh': pol_tanh,
    'pol_sigmoid': pol_sigmoid,
    'pol_selu': pol_selu,
    # Elementary Transcendental Functions (ETF)
    'etf_circular_tan': etf_circular_tan,
    'etf_circular_sin': etf_circular_sin,
    'etf_inv_circular_atan': etf_inv_circular_atan,
    'etf_inv_circular_asin': etf_inv_circular_asin,
    'etf_inv_circular_acos': etf_inv_circular_acos,
    'etf_circular_tanh': etf_circular_tanh,
    'etf_circular_sinh': etf_circular_sinh,
    'etf_inv_circular_atanh': etf_inv_circular_atanh,
    'etf_inv_circular_asinh': etf_inv_circular_asinh,
    # ReLU
    'modrelu': modrelu,
    'crelu': crelu,
    'zrelu': zrelu,
    'complex_cardioid': complex_cardioid
}






Note

To define your own activation function, just create it inside the activations.py and add it to act_dispatcher dictionary at the end




	
linear(z)

	
Does not apply any activation function. It just outputs the input.





	Parameters

	z – Input tensor variable



	Returns

	z












          

      

      

    

  

    
      
          
            
  
Note

The following cart or pol means either type A (cartesian) or type B (polar) according to [CIT2003-KUROE] notation.




TYPE A: Cartesian form


	
cart_sigmoid(z)

	
Called with 'cart_sigmoid' string.

Applies the sigmoid [https://www.tensorflow.org/api_docs/python/tf/keras/activations/sigmoid] function to both the real and imag part of z.


\[\frac{1}{1 + e^{-x}} + j  \frac{1}{1 + e^{-y}}\]

where


\[z = x + j y\]





	Parameters

	z – Tensor to be used as input of the activation function



	Returns

	Tensor result of the applied activation function










	
cart_elu(x, alpha=0.1)

	
Applies the Exponential linear unit [https://www.tensorflow.org/api_docs/python/tf/keras/activations/elu]. To both the real and imaginary part of z.


\[x if x > 0 and alpha * (exp(x)-1) if x < 0\]





	Parameters

	
	z – Input tensor.


	alpha – A scalar, slope of negative section.






	Returns

	Tensor result of the applied activation function










	
cart_exponential(z)

	
Exponential activation function. Applies to both the real and imag part of z the exponential activation [https://www.tensorflow.org/api_docs/python/tf/keras/activations/exponential]:


\[e^x\]





	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
cart_hard_sigmoid(z)

	
Applies the hard Sigmoid [https://www.tensorflow.org/api_docs/python/tf/keras/activations/hard_sigmoid] function to both the real and imag part of z.




The hard sigmoid function is faster to compute than sigmoid activation.
Hard sigmoid activation:



\[\begin{split}            0               ,\quad x < -2.5 \\
1               ,\quad x > 2.5 \\
0.2 * x + 0.5   ,\quad -2.5 <= x <= 2.5\end{split}\]





	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
cart_relu(z, alpha=0.0, max_value=None, threshold=0)

	
Applies Rectified Linear Unit [https://www.tensorflow.org/api_docs/python/tf/keras/activations/relu] to both the real and imag part of z.




The relu function, with default values, it returns element-wise max(x, 0).

Otherwise, it follows:



\[\begin{split}            f(x) = \textrm{max_value}, \quad \textrm{for} \quad x >= \textrm{max_value} \\
f(x) = x, \quad \textrm{for} \quad \textrm{threshold} <= x < \textrm{max_value} \\
f(x) = \alpha * (x - \textrm{threshold}), \quad \textrm{otherwise} \\\end{split}\]





	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
cart_leaky_relu(z, alpha=0.2, name=None)

	
Applies Leaky Rectified Linear Unit [https://www.tensorflow.org/api_docs/python/tf/nn/leaky_relu] [CIT2013-MAAS] (source [http://robotics.stanford.edu/~amaas/papers/relu_hybrid_icml2013_final.pdf]) to both the real and imag part of z.





	Parameters

	
	z – Input tensor.


	alpha – Slope of the activation function at x < 0. Default: 0.2


	name – A name for the operation (optional).






	Returns

	Tensor result of the applied activation function










	
cart_selu(z)

	Applies Scaled Exponential Linear Unit (SELU) [https://www.tensorflow.org/api_docs/python/tf/keras/activations/selu] [CIT2017-KLAMBAUER] (source [https://arxiv.org/abs/1706.02515]) to both the real and imag part of z.

The scaled exponential unit activation:


\[\textrm{scale} * \textrm{elu}(x, \alpha)\]


	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
cart_softplus(z):

	Applies Softplus [https://www.tensorflow.org/api_docs/python/tf/keras/activations/softplus] activation function to both the real and imag part of z.
The Softplus function:


\[log(e^x + 1)\]


	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
cart_softsign(z):

	Applies Softsign [https://www.tensorflow.org/api_docs/python/tf/keras/activations/softsign] activation function to both the real and imag part of z.
The softsign activation:


\[\frac{x}{\lvert x \rvert + 1}\]


	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
cart_tanh(z)

	
Applies Hyperbolic Tangent [https://www.tensorflow.org/api_docs/python/tf/keras/activations/tanh] (tanh) activation function to both the real and imag part of z.




The tanh activation:



\[tanh(x) = \frac{sinh(x)}{cosh(x)} = \frac{e^x - e^{-x}}{e^x + e^{-x}}.\]




The derivative if tanh is computed as  \(1 - tanh^2\) so it should be fast to compute for backprop.


	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
cart_softmax(z)

	
Applies the softmax function to both the real and imag part of z.




The softmax activation function transforms the outputs so that all values are in range (0, 1) and sum to 1.
It is often used as the activation for the last layer of a classification network because the result could be
interpreted as a probability distribution.
The softmax of x is calculated by exp(x)/tf.reduce_sum(exp(x)).


<https://www.tensorflow.org/api_docs/python/tf/keras/activations/softmax>`_





	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function











TYPE B: Polar form


	
pol_selu(z)

	Applies Scaled Exponential Linear Unit (SELU) [https://www.tensorflow.org/api_docs/python/tf/keras/activations/selu] [CIT2017-KLAMBAUER] (source [https://arxiv.org/abs/1706.02515]) to the absolute value of z, keeping the phase unchanged.

The scaled exponential unit activation:


\[\textrm{scale} * \textrm{elu}(x, \alpha)\]


	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	CIT2003-KUROE

	Kuroe, Yasuaki, Mitsuo Yoshid, and Takehiro Mori. “On activation functions for complex-valued neural networks—existence of energy functions—.” Artificial Neural Networks and Neural Information Processing—ICANN/ICONIP 2003. Springer, Berlin, Heidelberg, 2003. 985-992.



	CIT2013-MAAS

	
	
	Maas, A. Y. Hannun, and A. Y. Ng, “Rectifier Nonlinearities Improve Neural Network Acoustic Models,” 2013.










	CIT2017-KLAMBAUER(1,2)

	
	Klambauer, T. Unterthiner, A. Mayr, and S. Hochreiter, “Self-Normalizing Neural Networks,” ArXiv170602515 Cs Stat, Sep. 2017. Available: http://arxiv.org/abs/1706.02515.











          

      

      

    

  

    
      
          
            
  
Complex input, real output


	
convert_to_real_with_abs(z)

	



Applies the absolute value and returns a real-valued output.


	param z

	Input tensor.



	return

	Real-valued tensor of the applied activation function






Softmax Based

The following function will always output a real-valued output even if the input is complex.

All the functions use the softmax [https://www.tensorflow.org/api_docs/python/tf/keras/activations/softmax] function as a base.
If the input is real-valued they all apply the conventional softmax function to the data.
The softmax activation function transforms the outputs so that all values are in range (0, 1) and sum to 1.
It is often used as the activation for the last layer of a classification network because the result could be
interpreted as a probability distribution.
The softmax of x is calculated by:


\[\sigma = \frac{e^x}{\textrm{tf.reduce_sum}(e^x)}\]


	
softmax_real_with_abs(z, axis=-1)

	Applies the  function to the modulus of z (only if z is complex).


\[out = \sigma(|z|)\]


	Parameters

	
	z – Input tensor.


	axis – (Optional) Integer, axis along which the softmax normalization is applied.






	Returns

	Real-valued tensor of the applied activation function










	
softmax_real_with_avg(z, axis=-1)

	Applies the function to the real and imaginary part of z separately and then averages it.


\[out = \frac{\sigma(x) + \sigma(y)}{2}\]


	Parameters

	
	z – Input tensor.


	axis – (Optional) Integer, axis along which the softmax normalization is applied.






	Returns

	Real-valued tensor of the applied activation function










	
softmax_real_with_mult(z, axis=-1)

	Applies the function to the real and imaginary part of z separately and then multiplies them.


\[out = \sigma(x) * \sigma(y)\]


	Parameters

	
	z – Input tensor.


	axis – (Optional) Integer, axis along which the softmax normalization is applied.






	Returns

	Real-valued tensor of the applied activation function










	
softmax_of_softmax_real_with_mult(z, axis=-1)

	Applies the function to the real and imaginary part of z separately and then applies the function again on the product of them.


\[out = \sigma(\sigma(x) * \sigma(y))\]


	Parameters

	
	z – Input tensor.


	axis – (Optional) Integer, axis along which the softmax normalization is applied.






	Returns

	Real-valued tensor of the applied activation function










	
softmax_of_softmax_real_with_avg(z, axis=-1)

	Applies the function to the real and imaginary part of z separately and then applies the function again on the sum of them.


\[out = \sigma(\sigma(x) + \sigma(y))\]


	Parameters

	
	z – Input tensor.


	axis – (Optional) Integer, axis along which the softmax normalization is applied.






	Returns

	Real-valued tensor of the applied activation function










	
softmax_real_with_polar(z, axis=-1)

	Applies the function to the amplitude and phase of z separately and then averages them.


\[out = \frac{\sigma(|z|) + \sigma(\phi_z))}{2}\]


	Parameters

	
	z – Input tensor.


	axis – (Optional) Integer, axis along which the softmax normalization is applied.






	Returns

	Real-valued tensor of the applied activation function













          

      

      

    

  

    
      
          
            
  
ReLU-based


	
modrelu(z: Tensor, b: float, c: float = 1e-3)

	mod ReLU presented in [CIT2016-ARJOVSKY].

A variation of the ReLU named modReLU. It is a pointwise nonlinearity,
\(modReLU(z) : C \longrightarrow C\), which affects only the absolute
value of a complex number, defined


\[modReLU(z) = ReLU(|z|+b)*z/|z|\]






	
crelu(z: Tensor)

	Mirror of cvnn.activations.cart_relu.
Applies Rectified Linear Unit [https://www.tensorflow.org/api_docs/python/tf/keras/activations/relu] to both the real and imag part of z.

The relu function, with default values, it returns element-wise max(x, 0).

Otherwise, it follows.


\[\begin{split}f(x) = \textrm{max_value}, \quad \textrm{for} \quad x >= \textrm{max_value} \\
f(x) = x, \quad \textrm{for} \quad \textrm{threshold} <= x < \textrm{max_value} \\
f(x) = \alpha * (x - \textrm{threshold}), \quad \textrm{otherwise} \\\end{split}\]


	Parameters

	z – Input tensor.



	Returns

	Tensor result of the applied activation function










	
zrelu(z: Tensor)

	zReLU presented in [CIT2016-GUBERMAN].
This methods let’s the output as the input if both real and imaginary parts are positive.


\[\begin{split}f(z) = z \quad \textrm{for} \quad 0 \leq \phi_z \leq \pi / 2 \\
f(z) =    0 \quad \textrm{elsewhere}  \\\end{split}\]






	
complex_cardioid(z: Tensor)

	Complex cardioid presented in [CIT2017-PATRICK]

This function maintains the phase information while attenuating the magnitude based on the phase itself.
For real-valued inputs, it reduces to the ReLU.


\[f(z) = \frac{(1 + cos \phi_z) * z}{2}\]






	CIT2016-ARJOVSKY

	
	Arjovsky et al. “Unitary Evolution Recurrent Neural Networks” 2016






	CIT2016-GUBERMAN

	
	Guberman “On Complex Valued Convolutional Neural Networks” 2016






	CIT2017-PATRICK

	
	Patrick et al. “Better than Real: Complex-valued Neural Nets for MRI Fingerprinting” 2017











          

      

      

    

  

    
      
          
            
  
Phasor activation functions


MVN activation function

This code explains the logic of mvn activation function for an easy understanding.

For further information refer to the original papers of Naum Aizenberg:


	Multivalued threshold functions [https://link.springer.com/article/10.1007%2FBF01068667]


	A GENERALIZATION OF THE THRESHOLD FUNCTIONS [https://www.jstor.org/stable/43667575?casa_token=QrhCiytSlCUAAAAA%3ARRwNRt0TRmfddbOwMP_Si5cqYg6FzCa44WtvX2Ac2yPK_xkA6n2ycfuyLzvWvKFdh-L9JfShlDV6elRcjgtiuDgfKEKFOfA6fqxCIUX5r9SG4Ou7hETN&seq=1#metadata_info_tab_contents]




According to these works: A multi-valued neuron (MVN) is a neural element with n inputs and one output lying on the unit circle, and with complex-valued weights.


[ ]:





# We first import everything
import matplotlib.pyplot as plt
from cvnn.activations import mvn_activation, georgiou_cdbp
import tensorflow as tf
import numpy as np







For a start we will create complex valued points to use as an example.


[ ]:





x = tf.constant([-2, 1.0, 0.0, 1.0, -3], dtype=tf.float32)
y = tf.constant([-2.5, -1.5, 0.0, 1.0, 2], dtype=tf.float32)
z = tf.complex(x, y)







MVN function divides the phase into k sections and cast the input phase to the closest of those k values while also fizing the amplitude to 1.

The equation would be


\[f(z) = \exp^{\frac{i 2 \pi a}{ k } }\]

with \(a\) so that


\[\frac{i 2 \pi a}{ k }  \leq arg(z) \le \frac{i 2 \pi (a+1)}{ k }\]


[ ]:





k = 3
result = mvn_activation(z, k=k)
# cnums = np.arange(5) + 1j * np.arange(6, 11)]
ax = plt.axes()
ax.scatter(tf.math.real(z), tf.math.imag(z), color='red')
ax.scatter(tf.math.real(result), tf.math.imag(result), color='blue')

# Plot arrows of the mapping road
for x, y, dx, dy in zip(tf.math.real(z), tf.math.imag(z),
                        tf.math.real(result) - tf.math.real(z),
                        tf.math.imag(result) - tf.math.imag(z)):
    ax.arrow(x, y, dx, dy, length_includes_head=True, head_width=0.1)
# PLot unit circle
t = np.linspace(0, np.pi * 2, 100)
ax.plot(np.cos(t), np.sin(t), linewidth=1)

yabs_max = abs(max(ax.get_ylim(), key=abs))
xabs_max = abs(max(ax.get_xlim(), key=abs))
axis_max = max(yabs_max, xabs_max)

# Divide map on the different zones
ax.pie(np.ones(k) / k, radius=4, wedgeprops={'alpha': 0.3})

ax.set_ylim(ymin=-axis_max, ymax=axis_max)
ax.set_xlim(xmin=-axis_max, xmax=axis_max)
plt.show()












[image: ../_images/activations_mvn_activation_5_0.png]





Continous values

If k is not given, it will use \(k \to \infty\) making it an equivalence of just mapping the input to the unitary circle (keeps the phase but changes the amplitude to 1). This is mathematically


\[f(z) = \exp^{i arg(z)} .\]

For \(z \neq 0\) this is also


\[f(z) = \frac{z}{|z|} .\]


[ ]:





result = mvn_activation(z)

ax = plt.axes()
ax.scatter(tf.math.real(z), tf.math.imag(z), color='red')
ax.scatter(tf.math.real(result), tf.math.imag(result), color='blue')
for x, y, dx, dy in zip(tf.math.real(z), tf.math.imag(z),
                        tf.math.real(result) - tf.math.real(z),
                        tf.math.imag(result) - tf.math.imag(z)):
    ax.arrow(x, y, dx, dy, length_includes_head=True, head_width=0.1)
t = np.linspace(0,np.pi*2,100)
ax.plot(np.cos(t), np.sin(t), linewidth=1)

yabs_max = abs(max(ax.get_ylim(), key=abs))
xabs_max = abs(max(ax.get_xlim(), key=abs))
axis_max = max(yabs_max, xabs_max)

ax.set_ylim(ymin=-axis_max, ymax=axis_max)
ax.set_xlim(xmin=-axis_max, xmax=axis_max)













(-3.2, 3.2)











[image: ../_images/activations_mvn_activation_7_1.png]







Georgiou CDBP

Activation function proposed by G. M. Georgioy and C. Koutsougeras [https://ieeexplore.ieee.org/abstract/document/142037]

There are a few differences with MVN:


	You can choose the circle radius with the r parameter.


	Zero stays at zero.





[ ]:





x = tf.constant([-2, 1.0, 0.0, 1.0, -3, 0.8, 0.1], dtype=tf.float32)
y = tf.constant([-2.5, -1.5, 0.0, 1.0, 2, 0.4, -0.4], dtype=tf.float32)
z = tf.complex(x, y)
result = georgiou_cdbp(z)

ax = plt.axes()
ax.scatter(tf.math.real(z), tf.math.imag(z), color='red')
ax.scatter(tf.math.real(result), tf.math.imag(result), color='blue')
for x, y, dx, dy in zip(tf.math.real(z), tf.math.imag(z),
                        tf.math.real(result) - tf.math.real(z),
                        tf.math.imag(result) - tf.math.imag(z)):
    ax.arrow(x, y, dx, dy, length_includes_head=True, head_width=0.1)
t = np.linspace(0, np.pi * 2, 100)
ax.plot(np.cos(t), np.sin(t), linewidth=1)

yabs_max = abs(max(ax.get_ylim(), key=abs))
xabs_max = abs(max(ax.get_xlim(), key=abs))
axis_max = max(yabs_max, xabs_max)

ax.set_ylim(ymin=-axis_max, ymax=axis_max)
ax.set_xlim(xmin=-axis_max, xmax=axis_max)
plt.show()
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Elementary Transcentental Functions

These types of activation functions where highly explored by Taehwan Kim and Tulay Adali, mainly in [CIT2001-KIM] and [CIT2003-KIM].
Please refer to them for further information. These functions are divided into 4 groups.


	Circular


	Inverse Circular


	Hyperbolic


	Inverse Hyperbolic





Circular


	
etf_circular_tan(z):

	Computes tan of z element-wise.


\[tan(z) = \frac{e^{iz} - e^{-iz}}{i(e^{iz} + e^{-iz})}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.










	
etf_circular_sin(z):

	Computes sine of z element-wise.


\[sin(z) = \frac{e^{iz} - e^{-iz}}{2i}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.











Inverse Circular


	
etf_inv_circular_atan(z):

	Computes the trignometric inverse tangent of z element-wise.


\[atan(z) = \int_{0}^{z} \frac{dt}{1+t^2}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.










	
etf_inv_circular_asin(z):

	Computes the trignometric inverse sine of z element-wise.


\[asin(z) = \int_{0}^{z} \frac{dt}{(1-t)^1/2}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.










	
etf_inv_circular_acos(z):

	Computes acos of z element-wise.


\[acos(z) = \int_{z}^{1} \frac{dt}{(1-t^2)^1/2}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.











Hyperbolic


	
etf_circular_tanh(z):

	Computes hyperbolic tangent of z element-wise.


\[tanh(z) = \frac{sinh(z)}{cosh(z)} = \frac{e^{z} - e^{-z}}{e^{z} + e^{-z}}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.










	
etf_circular_sinh(z):

	Computes hyperbolic sine of z element-wise.


\[sinh(z) = \frac{e^{z} - e^{-z}}{2}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.











Inverse Hyperbolic


	
etf_inv_circular_atanh(z):

	Computes inverse hyperbolic tangent of z element-wise.


\[atanh(z) = \int_{0}^{z} \frac{dt}{1-t^2}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.










	
etf_inv_circular_asinh(z):

	Computes inverse hyperbolic sine of z element-wise.


\[asinh(z) = \int_{0}^{z} \frac{dt}{(1+t^2)^1/2}\]


	Parameters

	z – A Tensor. Must be one of the following types: bfloat16, half, float32, float64, int8, int16, int32, int64, complex64, complex128.










	CIT2001-KIM

	
	Kim and T Adali “Complex Backpropagation neural network using elementary transdencental activation functions” 2001 IEEE International Conference on Acoustics, Speech, and Signal Processing. Proceedings (Cat. No.01CH37221)






	CIT2003-KIM

	
	Kim and T Adali “Approximation by Fully Complex MLP Using Elementary Transcendental Activation Functions” 2001 Neural Computation












          

      

      

    

  

    
      
          
            
  
Losses

For the losses, if y_pred is complex and y_true is floating, y_true will be automatically cast to complex by replicating its value on the imaginary part.


Complex Average Cross Entropy

Inspired on [CIT2018-CAO] Average Cross Entropy (ACE) loss function described on section 2.4.

This function applies Categorical Cross Entropy to both the real and imaginary part separately and then averages it.
Mathematically this is


\[J^{ACE} = \frac{1}{2} \left[ J^{CCE}(\Re \hat{y}, y) + J^{CCE}(\Im \hat{y}, y) \right] \, ,\]

where \(J^{ACE}\) is the Complex Average Cross Entropy, \(J^{CCE}\) is the well known Categorical Cross Entropy. \(\hat{y}\) is the predicted labels with the corresponding ground truth \(y\). Finally \(\Re\) and \(\Im\) operators are the real and imaginary parts of the input respectively.
For real-valued output \(J^{ACE} = J^{CCE}\).

Working example:

from cvnn.layers import ComplexDense, complex_input
from cvnn.losses import ComplexAverageCrossEntropy
import cvnn.dataset as dp
import tensorflow as tf

# Get dataset
m = 10000
n = 128
param_list = [
    [0.3, 1, 1],
    [-0.3, 1, 1]
]
dataset = dp.CorrelatedGaussianCoeffCorrel(m, n, param_list, debug=False)

# Build model
model = tf.keras.models.Sequential([
    complex_input(shape=(n)),
    ComplexDense(units=50, activation="cart_relu"),
    ComplexDense(2, activation="cart_softmax")
])

# Compile using ACE complex loss function
model.compile(loss=ComplexAverageCrossEntropy(), metrics=["accuracy"], optimizer="sgd")

model.fit(dataset.x, dataset.y, epochs=6)







Complex Weighted Average Cross Entropy


	
class ComplexWeightedAverageCrossEntropy

	Assigns a weight to be passed as input to be multiplied to the result as


\[L={l_1, …, l_N}^⊤,\]

with


\[l_n =−w_n J^{ACE}_n\]






	
__init__(self, weights, **kwargs)

	
	Parameters

	weights – List of weights to be applied. Must be same length as total classes.











Complex Average Cross Entropy Ignore Unlabeled



Complex Weighted Average Cross Entropy Ignore Unlabeled



Complex Mean Square Error

Performs the mean square error defined as:


\[\mathcal{L} =  \Delta x^{2} + \Delta y^{2} \, ,\]

where \(\Delta x\) and \(\Delta y\) represents the real and imaginary part difference between the label and predicted respectively.

Working example:

import numpy as np
import tensorflow as tf
from cvnn.losses import ComplexMeanSquareError
y_true = np.random.randint(0, 2, size=(2, 3)).astype("float32")
y_pred = tf.complex(np.random.random(size=(2, 3)).astype("float32"),
                    np.random.random(size=(2, 3)).astype("float32"))
loss = ComplexMeanSquareError().call(y_true, y_pred)
expected_loss = np.mean(np.square(np.abs(tf.complex(y_true, y_true) - y_pred)), axis=-1)
assert np.all(loss == expected_loss)






	CIT2018-CAO

	Yice Cao, Yan Wu, Peng Zhang, Wenkai Liang and Ming Li “Pixel-Wise PolSAR Image Classification via a Novel Complex-Valued Deep Fully Convolutional Network” https://arxiv.org/abs/1909.13299 2019









          

      

      

    

  

    
      
          
            
  
Complex Metrics

The following metrics accept only real valued for y_true.

If y_pred is real, it will converge to TensorFlow implementations.

If not, it will cast y_pred to real by making y_pred = (tf.math.real(y_pred) + tf.math.imag(y_pred)) / 2.

Available metrics


	ComplexAccuracy: Complex implementation of Accuracy [https://www.tensorflow.org/api_docs/python/tf/keras/metrics/Accuracy]


	ComplexCategoricalAccuracy: Complex implementation of CategoricalAccuracy [https://www.tensorflow.org/api_docs/python/tf/keras/metrics/CategoricalAccuracy]


	ComplexPrecision: Complex implementation of Precision [https://www.tensorflow.org/api_docs/python/tf/keras/metrics/Precision]


	ComplexRecall: Complex implementation of Recall [https://www.tensorflow.org/api_docs/python/tf/keras/metrics/Recall]


	ComplexCohenKappa: Complex implementation of CohenKappa [https://www.tensorflow.org/addons/api_docs/python/tfa/metrics/CohenKappa]


	ComplexF1Score: Complex implementation of F1Score [https://www.tensorflow.org/addons/api_docs/python/tfa/metrics/F1Score]





	
update_state(self, y_true, y_pred, sample_weight=None, ignore_unlabeled=True)

	
	Parameters

	
	y_true – Ground truth label values.


	y_pred – The predicted probability values.


	sample_weight – Optional sample_weight acts as a coefficient for the metric.
If a scalar is provided, then the metric is simply scaled by the given value.
If sample_weight is a tensor of size [batch_size], then the metric for each sample of the batch is rescaled by the corresponding element in the sample_weight vector.
If the shape of sample_weight is [batch_size, d0, .. dN-1]` (or can be broadcasted to this shape), then each metric element of y_pred is scaled by the corresponding value of sample_weight.
(Note on dN-1: all metric functions reduce by 1 dimension, usually the last axis (-1)).


	ignore_unlabeled – Default True. Ignore cases where labels[-1] == zeros.
The sample_weight parameter is used to ignore unlabeled data so using this will deprect the sample_weight parameter.













Warning

ignore_unlabeled takes precedence over sample_weight so make sure to turn it to False when using sample_weight




Complex Average Accuracy

Average Accuracy (AA) is defined as the average of individual class accuracy.
This is used for unbalanced dataset in order to see the actual accuracy per class.

For example:

# Unbalanced dataset with 90% cases of one class and 10% of the other
y_true = np.array([[1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [0., 1.] ])
# Dummy classifier has learned to just predict always the first class
y_pred = np.array([ [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.], [1., 0.] ])
m = ComplexCategoricalAccuracy()
m.update_state(y_true, y_pred)
print(m.result().numpy())     # The dummy classifier has a big accuracy of 90%
    >>> 0.9
m = ComplexAverageAccuracy()
m.update_state(y_true, y_pred)
print(m.result().numpy())     # But an average accuracy of just 50%
    >>> 0.5









          

      

      

    

  

    
      
          
            
  
Initializers

Motivation

For complex-valued glorot [GLOROT-2010] or He [HE-2015] initialization, one can not simply initialize real and complex part separately or one will not have the variance restrictions presented on the papers and therefore will lose its good properties.
The theory on how to implement the initialization can be found in [TRABELESI-2017] section 3.6.



	Glorot Uniform

	Glorot Normal

	He Normal

	He Uniform






	GLOROT-2010

	Glorot, Xavier, and Yoshua Bengio. “Understanding the difficulty of training deep feedforward neural networks.” Proceedings of the thirteenth international conference on artificial intelligence and statistics. 2010.



	HE-2015

	He, Kaiming, et al. “Delving deep into rectifiers: Surpassing human-level performance on imagenet classification.” Proceedings of the IEEE international conference on computer vision. 2015.



	TRABELESI-2017

	Trabelsi, Chiheb et al. “Deep Complex Networks” arXiv:1705.09792 [cs]. 2017.








          

      

      

    

  

    
      
          
            
  
Glorot Uniform


	
class GlorotUniform(RandomInitializer)

	The Glorot uniform initializer, also called Xavier uniform initializer.

Reference: [GLOROT-2010]

Draws samples from a uniform distribution:


	Real case: x ~ U[-limit, limit] where limit = sqrt(6 / (fan_in + fan_out))


	Complex case: z / Re{z} = Im{z} ~ U[-limit, limit] where limit = sqrt(3 / (fan_in + fan_out))




where fan_in is the number of input units in the weight tensor and fan_out is the number of output units.

Standalone usage:

import cvnn
initializer = cvnn.initializers.GlorotUniform()
values = initializer(shape=(2, 2))                  # Returns a complex Glorot Uniform tensor of shape (2, 2)





Usage in a cvnn layer:

import cvnn
initializer = cvnn.initializers.GlorotUniform()
layer = cvnn.layers.Dense(input_size=23, output_size=45, weight_initializer=initializer)










	
__init__(self, seed=None)

	
	Parameters

	seed – Integer. An initializer created with a given seed will always produce the same random tensor for a given shape and dtype.










	
__call__(self, shape, dtype=tf.dtypes.complex64)

	
	Returns a real-valued tensor object initialized as specified by the initializer.

	The complex dtype input will only be used to know the limits to be used. This result must be used for the real and imaginary part separately.






	Parameters

	
	shape – Shape of the tensor.


	dtype – Optional dtype of the tensor. Either floating or complex. ex: tf.complex64 or tf.float32













	GLOROT-2010

	Glorot, Xavier, and Yoshua Bengio. “Understanding the difficulty of training deep feedforward neural networks.” Proceedings of the thirteenth international conference on artificial intelligence and statistics. 2010.








          

      

      

    

  

    
      
          
            
  
Glorot Normal


	
class GlorotNormal(RandomInitializer)

	The Glorot normal initializer, also called Xavier normal initializer.

Reference: [GLOROT-2010]


Note

The reference actually refers to the uniform case but it’s analysis was adapted for a normal distribution



Draws samples from a truncated normal distribution centered on 0 with


	Real case: stddev = sqrt(2 / (fan_in + fan_out))


	Complex case: real part stddev = complex part stddev = 1 / sqrt(fan_in + fan_out)




where fan_in is the number of input units in the weight tensor and fan_out is the number of output units.

Standalone usage:

import cvnn
initializer = cvnn.initializers.GlorotNormal()
values = initializer(shape=(2, 2))                  # Returns a complex Glorot Normal tensor of shape (2, 2)





Usage in a cvnn layer:

import cvnn
initializer = cvnn.initializers.GlorotNormal()
layer = cvnn.layers.Dense(input_size=23, output_size=45, weight_initializer=initializer)










	
__call__(self, shape, dtype=tf.dtypes.complex64)

	
	Returns a real-valued tensor object initialized as specified by the initializer.

	The complex dtype input will only be used to know the limits to be used. This result must be used for the real and imaginary part separately.






	Parameters

	
	shape – Shape of the tensor.


	dtype – Optinal dtype. Either floating or complex. ex: tf.complex64 or tf.float32















          

      

      

    

  

    
      
          
            
  
He Normal


	
class HeNormal(RandomInitializer)

	He normal initializer.

Reference: [HE-2015]

It draws samples from a truncated normal distribution centered on 0 with


	Real case: stddev = sqrt(2 / fan_in)


	Complex case: real part stddev = complex part stddev = 1 / sqrt(fan_in)




where fan_in is the number of input units in the weight tensor.

Standalone usage:

import cvnn
initializer = cvnn.initializers.HeNormal()
values = initializer(shape=(2, 2))                  # Returns a complex He Normal tensor of shape (2, 2)





Usage in a cvnn layer:

import cvnn
initializer = cvnn.initializers.HeNormal()
layer = cvnn.layers.Dense(input_size=23, output_size=45, weight_initializer=initializer)










	
__call__(self, shape, dtype=tf.dtypes.complex64)

	
	Returns a real-valued tensor object initialized as specified by the initializer.

	The complex dtype input will only be used to know the limits to be used. This result must be used for the real and imaginary part separately.






	Parameters

	
	shape – Shape of the tensor.


	dtype – Optinal dtype of the tensor. Either floating or complex. ex: tf.complex64 or tf.float32













	HE-2015

	He, Kaiming, et al. “Delving deep into rectifiers: Surpassing human-level performance on imagenet classification.” Proceedings of the IEEE international conference on computer vision. 2015.








          

      

      

    

  

    
      
          
            
  
He Uniform


	
class HeUniform(RandomInitializer)

	The He Uniform initializer.

Reference: [HE-2015]

Draws samples from a uniform distribution


	Real case: x ~ U[-limit, limit] where limit = sqrt(6 / fan_in)


	Complex case: z / Re{z} = Im{z} ~ U[-limit, limit] where limit = sqrt(3 / fan_in)




where fan_in is the number of input units in the weight tensor.

Standalone usage:

import cvnn
initializer = cvnn.initializers.HeUniform()
values = initializer(shape=(2, 2))                  # Returns a complex He Uniform tensor of shape (2, 2)





Usage in a cvnn layer:

import cvnn
initializer = cvnn.initializers.HeUniform()
layer = cvnn.layers.Dense(input_size=23, output_size=45, weight_initializer=initializer)










	
__call__(self, shape, dtype=tf.dtypes.complex64)

	
	Returns a real-valued tensor object initialized as specified by the initializer.

	The complex dtype input will only be used to know the limits to be used. This result must be used for the real and imaginary part separately.






	Parameters

	
	shape – Shape of the tensor.


	dtype – Optinal dtype of the tensor. Either floating or complex. ex: tf.complex64 or tf.float32















          

      

      

    

  

    
      
          
            
  
Code Examples

There are more examples in results section.



	Small complex-regression example

	MNIST Example

	CIFAR 10
	Import stuff

	Download and prepare the CIFAR10 dataset

	Verify the data

	Create the convolutional base

	Add Dense layers on top

	Compile and train the model

	Evaluate the model





	Fashion MNIST
	Import the Fashion MNIST dataset

	Explore the data

	Preprocess the data

	Build the model
	Set up the layers

	Compile the model





	Train the model
	Feed the model

	Evaluate accuracy

	Make predictions

	Verify predictions





	Use the trained model












          

      

      

    

  

    
      
          
            
  
Small complex-regression example

Let’s just see how we can do a regression small CVNN.

As usual, first import what is needed:

import numpy as np
import cvnn.layers as complex_layers
import tensorflow as tf





Let’s create random complex data

input_shape = (4, 28, 28, 3)
x = tf.cast(tf.random.normal(input_shape), tf.complex64)





Now let’s create our network and compile it

model = tf.keras.models.Sequential()
model.add(complex_layers.ComplexInput(input_shape=input_shape[1:]))
model.add(complex_layers.ComplexFlatten())
model.add(complex_layers.ComplexDense(units=64, activation='cart_relu'))
model.add(complex_layers.ComplexDense(units=10, activation='linear'))
model.compile(loss='categorical_crossentropy', optimizer='adam', metrics=['accuracy'])





This is it! Now you can train uwing the fit method or predict.
You can check for example that the output of the model is still complex (as expected).

y = model(x)
assert y.dtype == np.complex64








          

      

      

    

  

    
      
          
            
  
MNIST Example

This example is based on Training a neural network on MNIST with Keras [https://www.tensorflow.org/datasets/keras_example] and is used to help prove the correct performance of our model (as it renders the same result).

The code to test on MNIST is available on GitHub within examples/mnist_dataset.py [https://github.com/NEGU93/cvnn/blob/master/examples/mnist_dataset.py]

First lets import whats needed:

import tensorflow.compat.v2 as tf
import tensorflow_datasets as tfds
from cvnn import layers
import numpy as np

tfds.disable_progress_bar()
tf.enable_v2_behavior()





Load MNIST dataset:

def normalize_img(image, label):
    """Normalizes images: `uint8` -> `float32`."""
    return tf.cast(image, tf.float32) / 255., label

ds_train = ds_train.map(normaconda lize_img, num_parallel_calls=tf.data.experimental.AUTOTUNE)
ds_train = ds_train.cache()
ds_train = ds_train.shuffle(ds_info.splits['train'].num_examples)
ds_train = ds_train.batch(128)
ds_train = ds_train.prefetch(tf.data.experimental.AUTOTUNE)

ds_test = ds_test.map(normalize_img, num_parallel_calls=tf.data.experimental.AUTOTUNE)
ds_test = ds_test.batch(128)
ds_test = ds_test.cache()
ds_test = ds_test.prefetch(tf.data.experimental.AUTOTUNE)





Create and train the model:

model = tf.keras.models.Sequential([    # Remember to cast the dtype to float32
    layers.ComplexFlatten(input_shape=(28, 28, 1), dtype=np.float32),
    layers.ComplexDense(128, activation='cart_relu', dtype=np.float32),
    layers.ComplexDense(10, activation='softmax_real', dtype=np.float32)
])
model.compile(loss='sparse_categorical_crossentropy', optimizer=tf.keras.optimizers.Adam(0.001),
    metrics=['accuracy'],
)
model.fit(ds_train, epochs=6, validation_data=ds_test, verbose=verbose, shuffle=False)





Finally, this code will render the following output:

Epoch 1/6
469/469 [==============================] - 6s 12ms/step - loss: 1.2619 - accuracy: 0.7003 - val_loss: 0.6821 - val_accuracy: 0.8506
Epoch 2/6
469/469 [==============================] - 8s 17ms/step - loss: 0.5765 - accuracy: 0.8602 - val_loss: 0.4727 - val_accuracy: 0.8802
Epoch 3/6
469/469 [==============================] - 7s 14ms/step - loss: 0.4525 - accuracy: 0.8816 - val_loss: 0.4023 - val_accuracy: 0.8964
Epoch 4/6
469/469 [==============================] - 5s 11ms/step - loss: 0.4003 - accuracy: 0.8916 - val_loss: 0.3657 - val_accuracy: 0.9024
Epoch 5/6
469/469 [==============================] - 6s 12ms/step - loss: 0.3696 - accuracy: 0.8983 - val_loss: 0.3418 - val_accuracy: 0.9071
Epoch 6/6
469/469 [==============================] - 5s 10ms/step - loss: 0.3488 - accuracy: 0.9024 - val_loss: 0.3267 - val_accuracy: 0.9112





Statistical Results

To assert the code works correctly, we have done 1000 iterations of both cvnn model and Keras model. The following box plot shows the results.


Warning

ATTENTION: Accuracy is lower than in Training a neural network on MNIST with Keras [https://www.tensorflow.org/datasets/keras_example] because the optimizer used here is SGD and not Adam. Should we use SGD on the Keras example it will arrive to the same result.






          

      

      

    

  

    
      
          
            
  
CIFAR 10

This example is a copy of Convolutional Neural Network (CNN) [https://www.tensorflow.org/tutorials/images/cnn] exmample of Tensorflow. It does NOT work with a Complex database but uses this library Layers to test it’s correct behaviour.


Import stuff


[1]:





import tensorflow as tf
import numpy as np
import matplotlib.pyplot as plt
from tensorflow.keras import datasets, models
import cvnn.layers as complex_layers   # Ouw layers!









Download and prepare the CIFAR10 dataset

The CIFAR10 dataset contains 60,000 color images in 10 classes, with 6,000 images in each class. The dataset is divided into 50,000 training images and 10,000 testing images. The classes are mutually exclusive and there is no overlap between them.


[2]:





(train_images, train_labels), (test_images, test_labels) = datasets.cifar10.load_data()
# Normalize pixel values to be between 0 and 1
train_images, test_images = train_images.astype(dtype=np.float32) / 255.0, test_images.astype(dtype=np.float32) / 255.0









Verify the data

To verify that the dataset looks correct, let’s plot the first 25 images from the training set and display the class name below each image.


[3]:





class_names = ['airplane', 'automobile', 'bird', 'cat', 'deer',
               'dog', 'frog', 'horse', 'ship', 'truck']

plt.figure(figsize=(10,10))
for i in range(25):
    plt.subplot(5,5,i+1)
    plt.xticks([])
    plt.yticks([])
    plt.grid(False)
    plt.imshow(train_images[i], cmap=plt.cm.binary)
    # The CIFAR labels happen to be arrays,
    # which is why you need the extra index
    plt.xlabel(class_names[train_labels[i][0]])
plt.show()












[image: ../_images/code_examples_cifar10_6_0.png]






Create the convolutional base

By default, complex layers have complex dtype. A difference with Tensorflow example is that we must spicitly tell the layer to be real (float32)

The 6 lines of code below define the convolutional base using a common pattern: a stack of Conv2D and MaxPooling2D layers.

As input, a CNN takes tensors of shape (image_height, image_width, color_channels), ignoring the batch size. If you are new to these dimensions, color_channels refers to (R,G,B). In this example, you will configure our CNN to process inputs of shape (32, 32, 3), which is the format of CIFAR images. You can do this by passing the argument input_shape to our first layer.


[4]:





model = models.Sequential()
model.add(complex_layers.ComplexConv2D(32, (3, 3), activation='cart_relu', input_shape=(32, 32, 3), dtype=np.float32))
model.add(complex_layers.ComplexMaxPooling2D((2, 2), dtype=np.float32))
model.add(complex_layers.ComplexConv2D(64, (3, 3), activation='relu', dtype=np.float32)) # Either tensorflow ' relu' or 'cart_relu' will work
model.add(complex_layers.ComplexMaxPooling2D((2, 2), dtype=np.float32))
model.add(complex_layers.ComplexConv2D(64, (3, 3), activation='cart_relu', dtype=np.float32))







Let’s display the architecture of our model so far.


[5]:





model.summary()













Model: "sequential"
_________________________________________________________________
Layer (type)                 Output Shape              Param #
=================================================================
complex_conv2d (ComplexConv2 (None, 30, 30, 32)        896
_________________________________________________________________
complex_max_pooling2d (Compl (None, 15, 15, 32)        0
_________________________________________________________________
complex_conv2d_1 (ComplexCon (None, 13, 13, 64)        18496
_________________________________________________________________
complex_max_pooling2d_1 (Com (None, 6, 6, 64)          0
_________________________________________________________________
complex_conv2d_2 (ComplexCon (None, 4, 4, 64)          36928
=================================================================
Total params: 56,320
Trainable params: 56,320
Non-trainable params: 0
_________________________________________________________________






Above, you can see that the output of every Conv2D and MaxPooling2D layer is a 3D tensor of shape (height, width, channels). The width and height dimensions tend to shrink as you go deeper in the network. The number of output channels for each Conv2D layer is controlled by the first argument (e.g., 32 or 64). Typically, as the width and height shrink, you can afford (computationally) to add more output channels in each Conv2D layer.



Add Dense layers on top

To complete our model, you will feed the last output tensor from the convolutional base (of shape (4, 4, 64)) into one or more Dense layers to perform classification. Dense layers take vectors as input (which are 1D), while the current output is a 3D tensor. First, you will flatten (or unroll) the 3D output to 1D, then add one or more Dense layers on top. CIFAR has 10 output classes, so you use a final Dense layer with 10 outputs.


[6]:





model.add(complex_layers.ComplexFlatten())
model.add(complex_layers.ComplexDense(64, activation='cart_relu', dtype=np.float32))
model.add(complex_layers.ComplexDense(10, dtype=np.float32))







Here’s the complete architecture of our model.


[7]:





model.summary()













Model: "sequential"
_________________________________________________________________
Layer (type)                 Output Shape              Param #
=================================================================
complex_conv2d (ComplexConv2 (None, 30, 30, 32)        896
_________________________________________________________________
complex_max_pooling2d (Compl (None, 15, 15, 32)        0
_________________________________________________________________
complex_conv2d_1 (ComplexCon (None, 13, 13, 64)        18496
_________________________________________________________________
complex_max_pooling2d_1 (Com (None, 6, 6, 64)          0
_________________________________________________________________
complex_conv2d_2 (ComplexCon (None, 4, 4, 64)          36928
_________________________________________________________________
complex_flatten (ComplexFlat (None, 1024)              0
_________________________________________________________________
complex_dense (ComplexDense) (None, 64)                65600
_________________________________________________________________
complex_dense_1 (ComplexDens (None, 10)                650
=================================================================
Total params: 122,570
Trainable params: 122,570
Non-trainable params: 0
_________________________________________________________________






As you can see, our (4, 4, 64) outputs were flattened into vectors of shape (1024) before going through two Dense layers.



Compile and train the model


[8]:





model.compile(optimizer='adam',
              loss=tf.keras.losses.SparseCategoricalCrossentropy(from_logits=True),
              metrics=['accuracy'])

history = model.fit(train_images, train_labels, epochs=10, validation_data=(test_images, test_labels))













Train on 50000 samples, validate on 10000 samples
Epoch 1/10
50000/50000 [==============================] - 89s 2ms/sample - loss: 1.5220 - accuracy: 0.4453 - val_loss: 1.2444 - val_accuracy: 0.5544
Epoch 2/10
50000/50000 [==============================] - 83s 2ms/sample - loss: 1.1728 - accuracy: 0.5838 - val_loss: 1.1218 - val_accuracy: 0.6003
Epoch 3/10
50000/50000 [==============================] - 85s 2ms/sample - loss: 1.0263 - accuracy: 0.6379 - val_loss: 1.0076 - val_accuracy: 0.6484
Epoch 4/10
50000/50000 [==============================] - 86s 2ms/sample - loss: 0.9268 - accuracy: 0.6726 - val_loss: 0.9924 - val_accuracy: 0.6514
Epoch 5/10
50000/50000 [==============================] - 84s 2ms/sample - loss: 0.8519 - accuracy: 0.7002 - val_loss: 0.9939 - val_accuracy: 0.6573
Epoch 6/10
50000/50000 [==============================] - 87s 2ms/sample - loss: 0.7950 - accuracy: 0.7213 - val_loss: 0.8890 - val_accuracy: 0.693250 - accuracy: 0.72
Epoch 7/10
50000/50000 [==============================] - 92s 2ms/sample - loss: 0.7452 - accuracy: 0.7394 - val_loss: 0.8941 - val_accuracy: 0.6925
Epoch 8/10
50000/50000 [==============================] - 85s 2ms/sample - loss: 0.7028 - accuracy: 0.7518 - val_loss: 0.8798 - val_accuracy: 0.7089
Epoch 9/10
50000/50000 [==============================] - 84s 2ms/sample - loss: 0.6639 - accuracy: 0.7658 - val_loss: 0.8822 - val_accuracy: 0.7101
Epoch 10/10
50000/50000 [==============================] - 85s 2ms/sample - loss: 0.6286 - accuracy: 0.7772 - val_loss: 0.8603 - val_accuracy: 0.7085








Evaluate the model


[9]:





plt.plot(history.history['accuracy'], label='accuracy')
plt.plot(history.history['val_accuracy'], label = 'val_accuracy')
plt.xlabel('Epoch')
plt.ylabel('Accuracy')
plt.ylim([0.5, 1])
plt.legend(loc='lower right')

test_loss, test_acc = model.evaluate(test_images,  test_labels, verbose=2)













10000/10000 - 8s - loss: 0.8603 - accuracy: 0.7085











[image: ../_images/code_examples_cifar10_19_1.png]





[10]:





print(f"{test_acc:.2%}")













70.85%






Our simple CNN has achieved a test accuracy of over 70%. Not bad for a few lines of code!


[ ]:

















          

      

      

    

  

    
      
          
            
  
Fashion MNIST

This guide is a copy of Tensorflow’s tutorial Basic classification: Classify images of clothing [https://www.tensorflow.org/tutorials/keras/classification]. It does NOT use a complex database. It just serves to test the correct work of the CVNN layers and compare it to a known working example.

It trains a neural network model to classify images of clothing, like sneakers and shirts. It’s okay if you don’t understand all the details; this is a fast-paced overview of a complete TensorFlow program with the details explained as you go.

This guide uses tf.keras, a high-level API to build and train models in TensorFlow.


[1]:





# TensorFlow and tf.keras
import tensorflow as tf

# Helper libraries
import numpy as np
import matplotlib.pyplot as plt

# My library!
from cvnn import layers

print(tf.__version__)













2.1.0







Import the Fashion MNIST dataset

This guide uses the Fashion MNIST dataset which contains 70,000 grayscale images in 10 categories. The images show individual articles of clothing at low resolution (28 by 28 pixels), as seen here:

[image: fashion-mnist-sprite]

Fashion MNIST is intended as a drop-in replacement for the classic MNIST dataset—often used as the “Hello, World” of machine learning programs for computer vision. The MNIST dataset contains images of handwritten digits (0, 1, 2, etc.) in a format identical to that of the articles of clothing you’ll use here.

This guide uses Fashion MNIST for variety, and because it’s a slightly more challenging problem than regular MNIST. Both datasets are relatively small and are used to verify that an algorithm works as expected. They’re good starting points to test and debug code.

Here, 60,000 images are used to train the network and 10,000 images to evaluate how accurately the network learned to classify images. You can access the Fashion MNIST directly from TensorFlow. Import and load the Fashion MNIST data directly from TensorFlow:


[2]:





fashion_mnist = tf.keras.datasets.fashion_mnist

(train_images, train_labels), (test_images, test_labels) = fashion_mnist.load_data()







Loading the dataset returns four NumPy arrays:


	The train_images and train_labels arrays are the training set—the data the model uses to learn.


	The model is tested against the test set, the test_images, and test_labels arrays.




The images are 28x28 NumPy arrays, with pixel values ranging from 0 to 255. The labels are an array of integers, ranging from 0 to 9. These correspond to the class of clothing the image represents:







	Label

	Class





	0

	T-shirt/top



	1

	Trouser



	2

	Pullover



	3

	Dress



	4

	Coat



	5

	Sandal



	6

	Shirt



	7

	Sneaker



	8

	Bag



	9

	Ankle boot






Each image is mapped to a single label. Since the class names are not included with the dataset, store them here to use later when plotting the images:


[3]:





class_names = ['T-shirt/top', 'Trouser', 'Pullover', 'Dress', 'Coat',
               'Sandal', 'Shirt', 'Sneaker', 'Bag', 'Ankle boot']









Explore the data

Let’s explore the format of the dataset before training the model. The following shows there are 60,000 images in the training set, with each image represented as 28 x 28 pixels:


[4]:





train_images.shape








[4]:







(60000, 28, 28)






Likewise, there are 60,000 labels in the training set:


[5]:





len(train_labels)








[5]:







60000






Each label is an integer between 0 and 9:


[6]:





train_labels








[6]:







array([9, 0, 0, ..., 3, 0, 5], dtype=uint8)






There are 10,000 images in the test set. Again, each image is represented as 28 x 28 pixels:


[7]:





test_images.shape








[7]:







(10000, 28, 28)






And the test set contains 10,000 images labels:


[8]:





len(test_labels)








[8]:







10000








Preprocess the data

The data must be preprocessed before training the network. If you inspect the first image in the training set, you will see that the pixel values fall in the range of 0 to 255:


[9]:





plt.figure()
plt.imshow(train_images[0])
plt.colorbar()
plt.grid(False)
plt.show()












[image: ../_images/code_examples_fashion_mnist_18_0.png]




Scale these values to a range of 0 to 1 before feeding them to the neural network model. To do so, divide the values by 255. It’s important that the training set and the testing set be preprocessed in the same way:


[10]:





train_images = train_images / 255.0
test_images = test_images / 255.0







To verify that the data is in the correct format and that you’re ready to build and train the network, let’s display the first 25 images from the training set and display the class name below each image.


[11]:





plt.figure(figsize=(10,10))
for i in range(25):
    plt.subplot(5,5,i+1)
    plt.xticks([])
    plt.yticks([])
    plt.grid(False)
    plt.imshow(train_images[i], cmap=plt.cm.binary)
    plt.xlabel(class_names[train_labels[i]])
plt.show()












[image: ../_images/code_examples_fashion_mnist_22_0.png]






Build the model

Building the neural network requires configuring the layers of the model, then compiling the model.


Set up the layers

The basic building block of a neural network is the layer. Layers extract representations from the data fed into them. Hopefully, these representations are meaningful for the problem at hand.

Most of deep learning consists of chaining together simple layers. Most layers, such as tf.keras.layers.Dense, have parameters that are learned during training.


[12]:





model = tf.keras.Sequential([
    layers.ComplexFlatten(input_shape=(28, 28)),
    layers.ComplexDense(128, activation='cart_relu', dtype=np.float32),
    layers.ComplexDense(10, dtype=np.float32)
])







As this CVNN library goal is to work with complex-valued datasets, ComplexLayer’s have np.complex64 dtype by default. Therefore, for all layers we should add the parameter dtype=np.float32 (our database is real)

The first layer in this network, layers.ComplexFlatten, transforms the format of the images from a two-dimensional array (of 28 by 28 pixels) to a one-dimensional array (of 28 * 28 = 784 pixels). Think of this layer as unstacking rows of pixels in the image and lining them up. This layer has no parameters to learn; it only reformats the data.

After the pixels are flattened, the network consists of a sequence of two layers.ComplexDense layers. These are densely connected, or fully connected, neural layers. The first Dense layer has 128 nodes (or neurons). The second (and last) layer returns a logits array with length of 10. Each node contains a score that indicates the current image belongs to one of the 10 classes.



Compile the model

Before the model is ready for training, it needs a few more settings. These are added during the model’s compile step:


	Loss function —This measures how accurate the model is during training. You want to minimize this function to “steer” the model in the right direction.


	Optimizer —This is how the model is updated based on the data it sees and its loss function.


	Metrics —Used to monitor the training and testing steps. The following example uses accuracy, the fraction of the images that are correctly classified.





[13]:





model.compile(optimizer='adam',
              loss=tf.keras.losses.SparseCategoricalCrossentropy(from_logits=True),
              metrics=['accuracy'])










Train the model

Training the neural network model requires the following steps:


	Feed the training data to the model. In this example, the training data is in the train_images and train_labels arrays.


	The model learns to associate images and labels.


	You ask the model to make predictions about a test set—in this example, the test_images array.


	Verify that the predictions match the labels from the test_labels array.





Feed the model

To start training, call the model.fit method—so called because it “fits” the model to the training data:


[14]:





model.fit(train_images, train_labels, epochs=10)













Train on 60000 samples
Epoch 1/10
   32/60000 [..............................] - ETA: 28:33












---------------------------------------------------------------------------
InternalError                             Traceback (most recent call last)
<ipython-input-14-93ea666c821d> in <module>
----> 1 model.fit(train_images, train_labels, epochs=10)

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\keras\engine\training.py in fit(self, x, y, batch_size, epochs, verbose, callbacks, validation_split, validation_data, shuffle, class_weight, sample_weight, initial_epoch, steps_per_epoch, validation_steps, validation_freq, max_queue_size, workers, use_multiprocessing, **kwargs)
    817         max_queue_size=max_queue_size,
    818         workers=workers,
--> 819         use_multiprocessing=use_multiprocessing)
    820
    821   def evaluate(self,

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\keras\engine\training_v2.py in fit(self, model, x, y, batch_size, epochs, verbose, callbacks, validation_split, validation_data, shuffle, class_weight, sample_weight, initial_epoch, steps_per_epoch, validation_steps, validation_freq, max_queue_size, workers, use_multiprocessing, **kwargs)
    340                 mode=ModeKeys.TRAIN,
    341                 training_context=training_context,
--> 342                 total_epochs=epochs)
    343             cbks.make_logs(model, epoch_logs, training_result, ModeKeys.TRAIN)
    344

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\keras\engine\training_v2.py in run_one_epoch(model, iterator, execution_function, dataset_size, batch_size, strategy, steps_per_epoch, num_samples, mode, training_context, total_epochs)
    126         step=step, mode=mode, size=current_batch_size) as batch_logs:
    127       try:
--> 128         batch_outs = execution_function(iterator)
    129       except (StopIteration, errors.OutOfRangeError):
    130         # TODO(kaftan): File bug about tf function and errors.OutOfRangeError?

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\keras\engine\training_v2_utils.py in execution_function(input_fn)
     96     # `numpy` translates Tensors to values in Eager mode.
     97     return nest.map_structure(_non_none_constant_value,
---> 98                               distributed_function(input_fn))
     99
    100   return execution_function

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\eager\def_function.py in __call__(self, *args, **kwds)
    566         xla_context.Exit()
    567     else:
--> 568       result = self._call(*args, **kwds)
    569
    570     if tracing_count == self._get_tracing_count():

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\eager\def_function.py in _call(self, *args, **kwds)
    630         # Lifting succeeded, so variables are initialized and we can run the
    631         # stateless function.
--> 632         return self._stateless_fn(*args, **kwds)
    633     else:
    634       canon_args, canon_kwds = \

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\eager\function.py in __call__(self, *args, **kwargs)
   2361     with self._lock:
   2362       graph_function, args, kwargs = self._maybe_define_function(args, kwargs)
-> 2363     return graph_function._filtered_call(args, kwargs)  # pylint: disable=protected-access
   2364
   2365   @property

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\eager\function.py in _filtered_call(self, args, kwargs)
   1609          if isinstance(t, (ops.Tensor,
   1610                            resource_variable_ops.BaseResourceVariable))),
-> 1611         self.captured_inputs)
   1612
   1613   def _call_flat(self, args, captured_inputs, cancellation_manager=None):

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\eager\function.py in _call_flat(self, args, captured_inputs, cancellation_manager)
   1690       # No tape is watching; skip to running the function.
   1691       return self._build_call_outputs(self._inference_function.call(
-> 1692           ctx, args, cancellation_manager=cancellation_manager))
   1693     forward_backward = self._select_forward_and_backward_functions(
   1694         args,

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\eager\function.py in call(self, ctx, args, cancellation_manager)
    543               inputs=args,
    544               attrs=("executor_type", executor_type, "config_proto", config),
--> 545               ctx=ctx)
    546         else:
    547           outputs = execute.execute_with_cancellation(

~\.conda\envs\tf-2-gpu\lib\site-packages\tensorflow_core\python\eager\execute.py in quick_execute(op_name, num_outputs, inputs, attrs, ctx, name)
     65     else:
     66       message = e.message
---> 67     six.raise_from(core._status_to_exception(e.code, message), None)
     68   except TypeError as e:
     69     keras_symbolic_tensors = [

~\.conda\envs\tf-2-gpu\lib\site-packages\six.py in raise_from(value, from_value)

InternalError:  Blas GEMM launch failed : a.shape=(32, 784), b.shape=(784, 128), m=32, n=128, k=784
         [[node sequential/complex_dense/MatMul (defined at W:\HardDiskDrive\Documentos\GitHub\cvnn\cvnn\layers.py:127) ]] [Op:__inference_distributed_function_668]

Errors may have originated from an input operation.
Input Source operations connected to node sequential/complex_dense/MatMul:
 sequential/complex_flatten/Cast (defined at W:\HardDiskDrive\Documentos\GitHub\cvnn\cvnn\layers.py:64)

Function call stack:
distributed_function







As the model trains, the loss and accuracy metrics are displayed. This model reaches an accuracy of about 0.91 (or 91%) on the training data.



Evaluate accuracy

Next, compare how the model performs on the test dataset:


[ ]:





test_loss, test_acc = model.evaluate(test_images,  test_labels, verbose=2)

print('\nTest accuracy:', test_acc)







It turns out that the accuracy on the test dataset is a little less than the accuracy on the training dataset. This gap between training accuracy and test accuracy represents overfitting. Overfitting happens when a machine learning model performs worse on new, previously unseen inputs than it does on the training data. An overfitted model “memorizes” the noise and details in the training dataset to a point where it negatively impacts the performance of the model on the new data. For more
information, see the following:


	Demonstrate overfitting [https://www.tensorflow.org/tutorials/keras/overfit_and_underfit#demonstrate_overfitting]


	Strategies to prevent overfitting [https://www.tensorflow.org/tutorials/keras/overfit_and_underfit#strategies_to_prevent_overfitting]






Make predictions

With the model trained, you can use it to make predictions about some images. The model’s linear outputs, logits. Attach a softmax layer to convert the logits to probabilities, which are easier to interpret.


[ ]:





probability_model = tf.keras.Sequential([model, tf.keras.layers.Softmax()])
predictions = probability_model.predict(test_images)







Here, the model has predicted the label for each image in the testing set. Let’s take a look at the first prediction:


[ ]:





predictions[0]







A prediction is an array of 10 numbers. They represent the model’s “confidence” that the image corresponds to each of the 10 different articles of clothing. You can see which label has the highest confidence value:


[ ]:





np.argmax(predictions[0])







So, the model is most confident that this image is an ankle boot, or class_names[9]. Examining the test label shows that this classification is correct:


[ ]:





test_labels[0]







Graph this to look at the full set of 10 class predictions.


[1]:





def plot_image(i, predictions_array, true_label, img):
    true_label, img = true_label[i], img[i]
    plt.grid(False)
    plt.xticks([])
    plt.yticks([])

    plt.imshow(img, cmap=plt.cm.binary)

    predicted_label = np.argmax(predictions_array)
    if predicted_label == true_label:
        color = 'blue'
    else:
        color = 'red'

    plt.xlabel("{} {:2.0f}% ({})".format(class_names[predicted_label],
                                100*np.max(predictions_array),
                                class_names[true_label]),
                                color=color)

def plot_value_array(i, predictions_array, true_label):
    true_label = true_label[i]
    plt.grid(False)
    plt.xticks(range(10))
    plt.yticks([])
    thisplot = plt.bar(range(10), predictions_array, color="#777777")
    plt.ylim([0, 1])
    predicted_label = np.argmax(predictions_array)

    thisplot[predicted_label].set_color('red')
    thisplot[true_label].set_color('blue')









Verify predictions

With the model trained, you can use it to make predictions about some images.

Let’s look at the 0th image, predictions, and prediction array. Correct prediction labels are blue and incorrect prediction labels are red. The number gives the percentage (out of 100) for the predicted label.


[ ]:





i = 0
plt.figure(figsize=(6,3))
plt.subplot(1,2,1)
plot_image(i, predictions[i], test_labels, test_images)
plt.subplot(1,2,2)
plot_value_array(i, predictions[i],  test_labels)
plt.show()








[ ]:





i = 12
plt.figure(figsize=(6,3))
plt.subplot(1,2,1)
plot_image(i, predictions[i], test_labels, test_images)
plt.subplot(1,2,2)
plot_value_array(i, predictions[i],  test_labels)
plt.show()







Let’s plot several images with their predictions. Note that the model can be wrong even when very confident.


[ ]:





# Plot the first X test images, their predicted labels, and the true labels.
# Color correct predictions in blue and incorrect predictions in red.
num_rows = 5
num_cols = 3
num_images = num_rows*num_cols
plt.figure(figsize=(2*2*num_cols, 2*num_rows))
for i in range(num_images):
  plt.subplot(num_rows, 2*num_cols, 2*i+1)
  plot_image(i, predictions[i], test_labels, test_images)
  plt.subplot(num_rows, 2*num_cols, 2*i+2)
  plot_value_array(i, predictions[i], test_labels)
plt.tight_layout()
plt.show()










Use the trained model

Finally, use the trained model to make a prediction about a single image.


[ ]:





# Grab an image from the test dataset.
img = test_images[1]

print(img.shape)







tf.keras models are optimized to make predictions on a batch, or collection, of examples at once. Accordingly, even though you’re using a single image, you need to add it to a list:


[ ]:





# Add the image to a batch where it's the only member.
img = (np.expand_dims(img,0))

print(img.shape)







Now predict the correct label for this image:


[ ]:





predictions_single = probability_model.predict(img)

print(predictions_single)








[ ]:





plot_value_array(1, predictions_single[0], test_labels)
_ = plt.xticks(range(10), class_names, rotation=45)







tf.keras.Model.predict returns a list of lists—one list for each image in the batch of data. Grab the predictions for our (only) image in the batch:


[ ]:





np.argmax(predictions_single[0])








[ ]:

















          

      

      

    

  

    
      
          
            
  
Publication results

This sections shows how to recreate the code of already published articles.



	Correlated Noise
	Several correlation coefficients
	Results Graph





	Base Case Type A 2HL
	Results Graphs





	Base Case Type A 1HL
	Results Graphs
















          

      

      

    

  

    
      
          
            
  
Correlated Noise


Note

This results are based on the paper published here [https://arxiv.org/abs/2009.08340] [CIT2020-BARRACHINA]. Information about the network models and the dataset can be found there.



This results can be replicated by running the following code (changing the input parameters when it corresponds):

from cvnn.montecarlo import run_gaussian_dataset_montecarlo

run_gaussian_dataset_montecarlo(iterations=30, m=10000, n=128, param_list=None,
                                epochs=300, batch_size=100, display_freq=1, optimizer='adam',
                                shape_raw=None, activation='cart_relu', debug=False,
                                polar=False, do_all=True, dropout=0.5)






Note

Results will be differents to those published because of the following reasons (Fixed on the ArXiv version):


	Since version 0.2.89 the default real mlp model changed using a new definition that will be published in a new article.


	Since version 0.3.48 cvnn started using TensorFlow optimizer which averages gradients by it’s batch size according to this post [https://stackoverflow.com/questions/66566905/debugging-tensorflow-fit-not-making-sense/]. This issue [https://github.com/tensorflow/tensorflow/issues/47702] was raised officially.


	Default optimizer changed to adam.


	
	As the dataset is generated randomly. This means two independent runs of run_gaussian_dataset_montecarlo may not have the same confidence intervals and results.

	
	Disclaimer: All comparisons with a parameter variation was done with the same dataset.














Simulation Results



	Several correlation coefficients

	Base Case Type A 2HL

	Base Case Type A 1HL





Method Documentation


	
run_gaussian_dataset_montecarlo(iterations=1000, m=10000, n=128, param_list=None, epochs=150, batch_size=100, display_freq=1, optimizer='Adam', validation_split=0.2, shape_raw=None, activation='cart_relu', debug=False, polar=False, do_all=True, dropout=None)

	This function is used to compare CVNN vs RVNN performance over statistical non-circular data.


	Generates a complex-valued gaussian correlated noise with the characteristics given by the inputs.


	It then runs a monte carlo simulation of several iterations of both CVNN and an equivalent RVNN model.


	Saves several files into ./log/montecarlo/date/of/run/



	run_summary.txt: Summary of the run models and data


	run_data.csv: Full information of performance of iteration of each model at each epoch


	complex_network_statistical_result.csv: Statistical results of all iterations of CVNN per epoch


	real_network_statistical_result.csv: Statistical results of all iterations of RVNN per epoch


	(Optional) plot/ folder with the corresponding plots generated by MonteCarloAnalyzer.do_all()












	Parameters

	
	iterations – Number of iterations to be done for each model


	m – Total size of the dataset (number of examples)


	n – Number of features / input vector


	param_list – A list of len = number of classes.
Each element of the list is another list of len = 3 with values: [\(\rho\), \(\sigma_x^2\), \(\sigma_y^2\)]
Example for dataset type A of this paper [https://arxiv.org/abs/2009.08340]:

param_list = [
    [0.5, 1, 1],
    [-0.5, 1, 1]
]





Default: None will default to the example.




	epochs – Number of epochs for each iteration


	batch_size – Batch size at each iteration


	display_freq – Frequency in terms of epochs of when to do a checkpoint.


	optimizer – Optimizer to be used. Keras optimizers are not allowed.
Can be either cvnn.optimizers.Optimizer or a string listed in opt_dispatcher.


	validation_split – float between 0 and 1. Fraction of the training data to be used as validation data.
The model will set apart this fraction of the training data, will not train on it, and will evaluate the loss and any model metrics on this data at the end of each epoch.
The validation data is selected from the last samples in the x and y data provided, before shuffling.
This argument is not supported when x is a dataset, generator or keras.utils.Sequence instance.


	shape_raw – List of sizes of each hidden layer.
For example [64] will generate a CVNN with one hidden layer of size 64.
Default None will default to example.


	activation – Activation function to be used at each hidden layer


	debug – 


	tensorboard – If True, it will generate tensorboard outputs to check training values.


	polar – Boolean weather the RVNN should receive real and imaginary part (False) or amplitude and phase (True)


	do_all – If true (default) it creates a plot/ folder with the plots generated by MonteCarloAnalyzer.do_all()


	dropout – (float) Dropout to be used at each hidden layer. If None it will not use any dropout.






	Returns

	(string) Full path to the run_data.csv generated file.
It can be used by cvnn.data_analysis.SeveralMonteCarloComparison to compare several runs.










	CIT2020-BARRACHINA

	Jose Agustin Barrachina, Chenfang Ren, Christele Morisseau, Gilles Vieillard, Jean-Philippe Ovarlez “Complex-Valued vs. Real-Valued Neural Networks for Classification Perspectives: An Example on Non-Circular Data” arXiv:2009.08340 ML Stat, Sep. 2020. Available: https://arxiv.org/abs/2009.08340.








          

      

      

    

  

    
      
          
            
  
Several correlation coefficients


Results Graph

Monte Carlo run


	Iterations: 30


	epochs: 300


	batch_size: 100


	Optimizer: SGD. Learning Rate: 0.1


	Data is not shuffled at each iteration




Opened data located in data/TypeA

Correlation coefficient was changed from 0.1 to 0.9 in order to create the graph.


	Num classes: 2


	Total Samples: 20000


	Vector size: 128


	Train percentage: 80%




Models:

Complex Network

Dense layer


	input size = 128(<class ‘numpy.complex64’>) -> output size = 64;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer


	input size = 64(complex64) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None




Real Network

Dense layer


	input size = 256(<class ‘numpy.float32’>) -> output size = 128;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer


	input size = 128(<class ‘numpy.float32’>) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None








          

      

      

    

  

    
      
          
            
  
Base Case Type A 2HL

Monte Carlo run


	Iterations: 1000


	epochs: 150


	batch_size: 100


	Optimizer: SGD. Learning Rate: 0.01


	Data is not shuffled at each iteration




Opened data located in data/TypeA


	Num classes: 2


	Total Samples: 20000


	Vector size: 128


	Train percentage: 80%




Models:

Complex Network

Dense layer:


	input size = 128(<class ‘numpy.complex64’>) -> output size = 100;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer:


	input size = 100(complex64) -> output size = 40;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer:


	input size = 40(complex64) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None




Real Network

Dense layer:


	input size = 256(<class ‘numpy.float32’>) -> output size = 200;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer:


	input size = 200(<class ‘numpy.float32’>) -> output size = 80;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer:


	input size = 80(<class ‘numpy.float32’>) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None





Results Graphs

Box Plots

Confidence lines

Histograms





          

      

      

    

  

    
      
          
            
  
Base Case Type A 1HL

Monte Carlo run


	Iterations: 30


	epochs: 300


	batch_size: 100


	Optimizer: SGD. Learning Rate: 0.1


	Data is not shuffled at each iteration




Opened data located in data/TypeA


	Num classes: 2


	Total Samples: 20000


	Vector size: 128


	Train percentage: 80%




Models:

Complex Network

Dense layer


	input size = 128(<class ‘numpy.complex64’>) -> output size = 64;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer


	input size = 64(complex64) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None




Real Network

Dense layer


	input size = 256(<class ‘numpy.float32’>) -> output size = 128;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: 0.5




Dense layer


	input size = 128(<class ‘numpy.float32’>) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None





Results Graphs





          

      

      

    

  

    
      
          
            
  
About Me

My personal website [https://negu93.github.io/agustinbarrachina/]

I am a PhD student from Ecole CentraleSupelec [https://www.centralesupelec.fr/]
with a scholarship from ONERA [https://www.onera.fr/en] and the DGA [https://www.defense.gouv.fr/dga]

I am basically working with Complex-Valued Neural Networks for my PhD topic.
In the need of making my coding more dynamic I build a library not to have to repeat the same code over and over for little changes and accelerate therefore my coding.
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CVNN

This shows a simple example on how to use this library.

First lets import what we need

import numpy as np
import cvnn.layers as complex_layers
import tensorflow as tf





We will assume you have a get_dataset() function that has it’s complex dtype data.

If you don’t yet have it and you want first to test any working example, you can use the following code.

def get_dataset():
        (train_images, train_labels), (test_images, test_labels) = tf.keras.datasets.cifar10.load_data()
        train_images = train_images.astype(dtype=np.complex64) / 255.0
        test_images = test_images.astype(dtype=np.complex64) / 255.0
        return (train_images, train_labels), (test_images, test_labels)






Warning

This will just make it have a nul imaginary part (z = x + 1j*0), it makes no sense to use a complex network for this dataset. It is just for an example.



Ok, we are now ready to create our model! Let’s create a Complex-Valued Convolutional Neural Netowrk (CV-CNN)


Warning

Tensorflow casts the input automatically to real! To avoid that, use always the ComplexInput layer as the input.



# Assume you already have complex data... example numpy arrays of dtype np.complex64
(train_images, train_labels), (test_images, test_labels) = get_dataset()        # to be done by each user

model = tf.keras.models.Sequential()
model.add(complex_layers.ComplexInput(input_shape=(32, 32, 3)))                     # Always use ComplexInput at the start
model.add(complex_layers.ComplexConv2D(32, (3, 3), activation='cart_relu'))
model.add(complex_layers.ComplexAvgPooling2D((2, 2)))
model.add(complex_layers.ComplexConv2D(64, (3, 3), activation='cart_relu'))
model.add(complex_layers.ComplexMaxPooling2D((2, 2)))
model.add(complex_layers.ComplexConv2D(64, (3, 3), activation='cart_relu'))
model.add(complex_layers.ComplexFlatten())
model.add(complex_layers.ComplexDense(64, activation='cart_relu'))
model.add(complex_layers.ComplexDense(10, activation='convert_to_real_with_abs'))
model.compile(optimizer='adam',
        loss=tf.keras.losses.SparseCategoricalCrossentropy(from_logits=True),
        metrics=['accuracy'])
model.summary()






Note

An activation that casts to real must be used at the last layer as the loss function cannot minimize a complex number.



The last code will output the model summary:

Model: "sequential"
_________________________________________________________________
Layer (type)                 Output Shape              Param #
=================================================================
complex_conv2d (ComplexConv2 (None, 30, 30, 32)        1792
_________________________________________________________________
complex_avg_pooling2d (Compl (None, 15, 15, 32)        0
_________________________________________________________________
complex_conv2d_1 (ComplexCon (None, 13, 13, 64)        36992
_________________________________________________________________
complex_flatten (ComplexFlat (None, 10816)             0
_________________________________________________________________
complex_dense (ComplexDense) (None, 64)                1384576
_________________________________________________________________
complex_dense_1 (ComplexDens (None, 10)                1300
=================================================================
Total params: 1,424,660
Trainable params: 1,424,660
Non-trainable params: 0
_________________________________________________________________





Great! we have our model done, now we are ready to train!

history = model.fit(train_images, train_labels, epochs=6, validation_data=(test_images, test_labels))





Training output:

Epoch 1/6
1563/1563 [==============================] - 21s 13ms/step - loss: 1.4151 - accuracy: 0.4932 - val_loss: 1.1865 - val_accuracy: 0.5854
Epoch 2/6
1563/1563 [==============================] - 17s 11ms/step - loss: 1.0378 - accuracy: 0.6339 - val_loss: 1.0505 - val_accuracy: 0.6415
Epoch 3/6
1563/1563 [==============================] - 17s 11ms/step - loss: 0.8625 - accuracy: 0.6968 - val_loss: 0.9945 - val_accuracy: 0.6575
Epoch 4/6
1563/1563 [==============================] - 15s 10ms/step - loss: 0.7133 - accuracy: 0.7499 - val_loss: 0.9414 - val_accuracy: 0.6774
Epoch 5/6
1563/1563 [==============================] - 16s 11ms/step - loss: 0.5716 - accuracy: 0.7999 - val_loss: 0.9673 - val_accuracy: 0.6895
Epoch 6/6
1563/1563 [==============================] - 18s 11ms/step - loss: 0.4350 - accuracy: 0.8490 - val_loss: 1.0668 - val_accuracy: 0.6848





To evaluate the models performance you can use

test_loss, test_acc = model.evaluate(test_images,  test_labels, verbose=2)





Output:

313/313 - 2s - loss: 1.0668 - accuracy: 0.6848





You can now predict using either model(test_images) or model.predict(test_images).




          

      

      

    

  

    
      
          
            
  
Data Analysis


Note

For using the classes and methods described there, you should install the plotter version of the library like pip install cvnn[plotter] or install the libraries matplotlib, seaborn and/or plotly manually.





	Plotter

	Monte Carlo Analyzer

	Monte Carlo Plotter

	Several Monte Carlo Comparison








          

      

      

    

  

    
      
          
            
  
Monte Carlo



	Monte Carlo

	Real Vs Complex

	Output files

	Other Helper function








          

      

      

    

  

    
      
          
            
  
Optimizers


	
class Optimizer(ABC)

	All optimizers defined here inherit from Optimizer






	
summary()

	
	Returns

	A one line short string with the description of the optimizer










Stochastic Gradiend Descent (SGD)


	
class SGD

	Gradient descent (with momentum) optimizer.






	
__init__(self, learning_rate: float = 0.01, momentum: float = 0.0, name: str = 'SGD')

	
	Parameters

	
	learning_rate – The learning rate. Defaults to 0.001.


	momentum – float hyperparameter between [0, 1) that accelerates gradient descent in the relevant direction and dampens oscillations. Defaults to 0, i.e., vanilla gradient descent.


	name – Optional name for the operations created when applying gradients. Defaults to “Adam”.














RMSprop


	
class RMSprop

	Optimizer that implements the RMSprop algorithm.
Reference [http://www.cs.toronto.edu/~tijmen/csc321/slides/lecture_slides_lec6.pdf]

The gist of RMSprop is to:


	Maintain a moving (discounted) average of the square of gradients


	Divide the gradient by the root of this average


	This implementation of RMSprop uses plain momentum, not Nesterov momentum.




The centered version additionally maintains a moving average of the gradients, and uses that average to estimate the variance.






	
__init__(self, learning_rate=0.001, rho=0.9, momentum=0.0, epsilon=1e-07, name="RMSprop")

	
	Parameters

	
	learning_rate – The learning rate. Defaults to 0.001.


	rho – Discounting factor for the history/coming gradient. Defaults to 0.9.


	momentum – The exponential decay rate for the 1st moment estimates. Defaults to 0.9.


	epsilon – A small constant for numerical stability. Default 1e-07.


	name – Optional name for the operations created when applying gradients. Defaults to “Adam”.














Adam (ADAptive Moment estimation)


Warning

Adam implementation appears to be rendering lower results than tf.keras.optimizers.Adam [https://www.tensorflow.org/api_docs/python/tf/keras/optimizers/Adam] implementation.
Further debugging is required.




	
class Adam

	Optimizer that implements the Adam algorithm.

Reference [https://arxiv.org/abs/1412.6980]: [KINGMA2015]

Adam optimization is a stochastic gradient descent method that is based on adaptive estimation of first-order and second-order moments.






	
__init__(self, learning_rate: float = 0.001, beta_1: float = 0.9, beta_2: float = 0.999, epsilon: float = 1e-07, name="Adam")

	
	Parameters

	
	learning_rate – The learning rate. Defaults to 0.001.


	beta_1 – The exponential decay rate for the 1st moment estimates. Defaults to 0.9.


	beta_2 – The exponential decay rate for the 2nd moment estimates. Defaults to 0.999.


	epsilon – A small constant for numerical stability. Default 1e-07.


	name – Optional name for the operations created when applying gradients. Defaults to “Adam”.













	KINGMA2015

	Diederik P. Kingma, Jimmy Ba “Adam: A Method for Stochastic Optimization” arXiv:1412.6980 LG cs, 2015. Available: https://arxiv.org/abs/1412.6980









          

      

      

    

  

    
      
          
            
  
Utils


	
get_func_name(fun)

	
Returns the name of a function passed as parameter being either a function itself or a string with the function name:

from cvnn.utils import get_func_name

get_func_name(print)    # output: 'print'
get_func_name('print')  # output: 'print'









	Parameters

	fun – function or function name



	Returns

	function name










	
create_folder(root_path, now=None)

	Creates folders within root_path using a date format.


	Parameters

	
	root_path – root path where to create the folder chain


	now – date to be used. If None then it will use current time






	Returns

	the created path in pathlib format (compatible across different OS)










	
transform_to_real(x_complex, mode="real_imag")

	
Transforms a complex input matrix into a real value matrix (double size)





	Parameters

	
	x_complex – Complex-valued matrix of size mxn


	mode – Mode on how to transform to real. One of the following.


	real_imag (default): Separate x_complex into real and imaginary making the size of the return double x_complex


	amplitude_phase: Separate x_complex into amplitude and phase making the size of the return double x_complex


	amplitude_only: Apply the absolute value to x_complex. Shape remains the same.











	Returns

	real-valued matrix of real valued cast of x_complex










	
randomize(x, y):

	Randomizes the order of data samples and their corresponding labels


	Parameters

	
	x – data


	y – data labels






	Returns

	Tuple of (shuffled_x, shuffled_y) maintaining coherence of elements labels










	
polar2cart(rho, angle):

	
\[z = \rho \cdot e^{j\phi}\]


	Parameters

	
	rho – absolute value


	angle – phase






	Returns

	complex number using phase and angle










	
cart2polar(z):

	
	Parameters

	z – complex input



	Returns

	tuple with the absolute value of the input and the phase












          

      

      

    

  

    
      
          
            
  
PolSAR Oberpfaffenhofen example


	Download the dataset from esa official website [https://earth.esa.int/web/polsarpro/data-sources/sample-datasets].


	Ground truth can be found at this github repository [https://github.com/fudanxu/CV-CNN/blob/master/Label_Germany.mat].





Dataset

First we open the dataset


[1]:





from pathlib import Path
import scipy.io
import numpy as np
import spectral.io.envi as envi
from cvnn.utils import standarize, randomize

raw_labels = scipy.io.loadmat('/media/barrachina/data/datasets/PolSar/Oberpfaffenhofen/Label_Germany.mat')['label']
path = Path('/media/barrachina/data/datasets/PolSar/Oberpfaffenhofen/ESAR_Oberpfaffenhofen_T6/Master_Track_Slave_Track/T6')
T = np.zeros(raw_labels.shape + (21,), dtype=complex)

T[:, :, 0] = standarize(envi.open(path / 'T11.bin.hdr', path / 'T11.bin').read_band(0))
T[:, :, 1] = standarize(envi.open(path / 'T22.bin.hdr', path / 'T22.bin').read_band(0))
T[:, :, 2] = standarize(envi.open(path / 'T33.bin.hdr', path / 'T33.bin').read_band(0))
T[:, :, 3] = standarize(envi.open(path / 'T44.bin.hdr', path / 'T44.bin').read_band(0))
T[:, :, 4] = standarize(envi.open(path / 'T55.bin.hdr', path / 'T55.bin').read_band(0))
T[:, :, 5] = standarize(envi.open(path / 'T66.bin.hdr', path / 'T66.bin').read_band(0))

T[:, :, 6] = standarize(envi.open(path / 'T12_real.bin.hdr', path / 'T12_real.bin').read_band(0) + \
                        1j * envi.open(path / 'T12_imag.bin.hdr', path / 'T12_imag.bin').read_band(0))
T[:, :, 7] = standarize(envi.open(path / 'T13_real.bin.hdr', path / 'T13_real.bin').read_band(0) + \
                        1j * envi.open(path / 'T13_imag.bin.hdr', path / 'T13_imag.bin').read_band(0))
T[:, :, 8] = standarize(envi.open(path / 'T14_real.bin.hdr', path / 'T14_real.bin').read_band(0) + \
                        1j * envi.open(path / 'T14_imag.bin.hdr', path / 'T14_imag.bin').read_band(0))
T[:, :, 9] = standarize(envi.open(path / 'T15_real.bin.hdr', path / 'T15_real.bin').read_band(0) + \
                        1j * envi.open(path / 'T15_imag.bin.hdr', path / 'T15_imag.bin').read_band(0))
T[:, :, 10] = standarize(envi.open(path / 'T16_real.bin.hdr', path / 'T16_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T16_imag.bin.hdr', path / 'T16_imag.bin').read_band(0))

T[:, :, 11] = standarize(envi.open(path / 'T23_real.bin.hdr', path / 'T23_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T23_imag.bin.hdr', path / 'T23_imag.bin').read_band(0))
T[:, :, 12] = standarize(envi.open(path / 'T24_real.bin.hdr', path / 'T24_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T24_imag.bin.hdr', path / 'T24_imag.bin').read_band(0))
T[:, :, 13] = standarize(envi.open(path / 'T25_real.bin.hdr', path / 'T25_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T25_imag.bin.hdr', path / 'T25_imag.bin').read_band(0))
T[:, :, 14] = standarize(envi.open(path / 'T26_real.bin.hdr', path / 'T26_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T26_imag.bin.hdr', path / 'T26_imag.bin').read_band(0))

T[:, :, 15] = standarize(envi.open(path / 'T34_real.bin.hdr', path / 'T34_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T34_imag.bin.hdr', path / 'T34_imag.bin').read_band(0))
T[:, :, 16] = standarize(envi.open(path / 'T35_real.bin.hdr', path / 'T35_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T35_imag.bin.hdr', path / 'T35_imag.bin').read_band(0))
T[:, :, 17] = standarize(envi.open(path / 'T36_real.bin.hdr', path / 'T36_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T36_imag.bin.hdr', path / 'T36_imag.bin').read_band(0))

T[:, :, 18] = standarize(envi.open(path / 'T45_real.bin.hdr', path / 'T45_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T45_imag.bin.hdr', path / 'T45_imag.bin').read_band(0))
T[:, :, 19] = standarize(envi.open(path / 'T46_real.bin.hdr', path / 'T46_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T46_imag.bin.hdr', path / 'T46_imag.bin').read_band(0))

T[:, :, 20] = standarize(envi.open(path / 'T56_real.bin.hdr', path / 'T56_real.bin').read_band(0) + \
                         1j * envi.open(path / 'T56_imag.bin.hdr', path / 'T56_imag.bin').read_band(0))

print("T shape " + str(T.shape) + "; labels shape " + str(raw_labels.shape))













T shape (1300, 1200, 21); labels shape (1300, 1200)






See the ground truth was correctly opened:


[2]:





import matplotlib.pyplot as plt
import tikzplotlib

def show_ground_truth(labels, savefile=None):
    colors = np.array([
        [1, 0.349, 0.392],
        [0.086, 0.858, 0.576],
        [0.937, 0.917, 0.352]
    ])
    ground_truth = np.zeros(labels.shape + (3,), dtype=float)
    for i in range(labels.shape[0]):
        for j in range(labels.shape[1]):
            if labels[i, j] != 0:
                ground_truth[i, j] = colors[labels[i, j] - 1]
    plt.imshow(ground_truth)
    plt.show()
    if savefile is not None:
        savefile = Path(savefile)
        plt.imsave(savefile / "ground_truth.pdf", ground_truth)
        tikzplotlib.save(savefile / "ground_truth.tex")


show_ground_truth(raw_labels)












[image: ../_images/code_examples_oberpfaffenhofen_4_0.png]




Preprocess dataset


[3]:





def remove_unlabeled(x, y):
    mask = y != 0
    return x[mask], y[mask]

T, labels = remove_unlabeled(T, raw_labels)    # Remove unlabaled pixels
labels -= 1                                    # map [1, 3] to [0, 2]








[4]:





labels.shape








[4]:







(1311618,)






Separate Test, Train and validation


[5]:





from cvnn.dataset import Dataset

def separate_train_test(x, y, ratio=0.1):
    classes = set(y)
    x_ordered_database = []
    y_ordered_database = []
    for cls in classes:
        mask = y == cls
        x_ordered_database.append(x[mask])
        y_ordered_database.append(y[mask])
    len_train = int(y.shape[0]*ratio/len(classes))
    x_train = x_ordered_database[0][:len_train]
    x_test = x_ordered_database[0][len_train:]
    y_train = y_ordered_database[0][:len_train]
    y_test = y_ordered_database[0][len_train:]
    for i in range(len(y_ordered_database)):
        assert (y_ordered_database[i] == i).all()
        assert len(y_ordered_database[i]) == len(x_ordered_database[i])
        if i != 0:
            x_train = np.concatenate((x_train, x_ordered_database[i][:len_train]))
            x_test = np.concatenate((x_test, x_ordered_database[i][len_train:]))
            y_train = np.concatenate((y_train, y_ordered_database[i][:len_train]))
            y_test = np.concatenate((y_test, y_ordered_database[i][len_train:]))
    x_train, y_train = randomize(x_train, y_train)
    x_test, y_test = randomize(x_test, y_test)
    return x_train, y_train, x_test, y_test

T_rand, labels_rand = randomize(T, labels)
x_train, y_train, x_test, y_test = separate_train_test(T_rand, labels_rand, ratio=0.1)
x_train, y_train, x_val, y_val = separate_train_test(x_train, y_train, ratio=0.8)
y_train = Dataset.sparse_into_categorical(y_train)
y_test = Dataset.sparse_into_categorical(y_test)
y_val = Dataset.sparse_into_categorical(y_val)
dataset = Dataset(x_train.astype(np.complex64), y_train, dataset_name='Oberpfaffenhofen')

print("Sizes:\n\t- Train shape: " + str(x_train.shape) + "\n\t- Test shape: " + str(x_test.shape) + "\n\t- Validation shape: " + str(x_val.shape))













Sizes:
        - Train shape: (104928, 21)
        - Test shape: (1180458, 21)
        - Validation shape: (26232, 21)






For training we use the same number of class examples for train and validation set


[6]:





def get_number_of_each_class(x, name):
    x = np.array(x)
    x = Dataset.categorical_to_sparse(x)
    print(name + " set")
    for cls in range(min(x), max(x)+1):
        print("\t" + str(np.sum(x == cls)) + " examples of class " + str(cls))


get_number_of_each_class(y_train, "Train")
get_number_of_each_class(y_test, "Test")
get_number_of_each_class(y_val, "Validation")













Train set
        34976 examples of class 0
        34976 examples of class 1
        34976 examples of class 2
Test set
        284331 examples of class 0
        202953 examples of class 1
        693174 examples of class 2
Validation set
        8744 examples of class 0
        8744 examples of class 1
        8744 examples of class 2








Training


[ ]:





Select Hyper-parameters








[7]:





from cvnn.layers import Dense
from cvnn import layers


shape_raw = [50, 50]
input_size = dataset.x.shape[1]  # Size of input
output_size = dataset.y.shape[1]  # Size of output
layers.ComplexLayer.last_layer_output_dtype = None
layers.ComplexLayer.last_layer_output_size = None
if len(shape_raw) == 0:
    print("No hidden layers are used. activation and dropout will be ignored")
    shape = [
        Dense(input_size=input_size, output_size=output_size, activation='softmax_real',
              input_dtype=np.complex64, dropout=None)
    ]
else:  # len(shape_raw) > 0:
    shape = [Dense(input_size=input_size, output_size=shape_raw[0], activation='cart_relu',
                   input_dtype=np.complex64, dropout=0.5)]
    for i in range(1, len(shape_raw)):
        shape.append(Dense(output_size=shape_raw[i], activation='cart_relu', dropout=0.5))
    shape.append(Dense(output_size=output_size, activation='softmax_real', dropout=None))








[14]:





from cvnn.cvnn_model import CvnnModel
from tensorflow.keras.losses import categorical_crossentropy

complex_network = CvnnModel(name="complex_network", shape=shape, loss_fun=categorical_crossentropy, optimizer='sgd', verbose=False, tensorboard=False)
complex_network.fit(dataset.x, dataset.y, validation_data = (x_val.astype(np.complex64), y_val), epochs = 200, batch_size=100, verbose=2, save_csv_history=True)













Epoch 1/200
   1050/Unknown - 1s 968us/step - loss: 0.2360 - accuracy: 0.9300 - val_loss: 0.3063 - val_accuracy: 0.8875
Epoch 2/200
1050/1050 [==============================] - 1s 613us/step - loss: 0.2090 - accuracy: 0.9200 - val_loss: 0.2943 - val_accuracy: 0.8868
Epoch 3/200
1050/1050 [==============================] - 1s 639us/step - loss: 0.3087 - accuracy: 0.8800 - val_loss: 0.2925 - val_accuracy: 0.8879
Epoch 4/200
1050/1050 [==============================] - 1s 597us/step - loss: 0.2778 - accuracy: 0.8700 - val_loss: 0.2893 - val_accuracy: 0.8915
Epoch 5/200
1050/1050 [==============================] - 1s 631us/step - loss: 0.3104 - accuracy: 0.8700 - val_loss: 0.3285 - val_accuracy: 0.8782
Epoch 6/200
1050/1050 [==============================] - 1s 628us/step - loss: 0.2151 - accuracy: 0.9100 - val_loss: 0.2829 - val_accuracy: 0.8939
Epoch 7/200
1050/1050 [==============================] - 1s 609us/step - loss: 0.2457 - accuracy: 0.9100 - val_loss: 0.2879 - val_accuracy: 0.8918
Epoch 8/200
1050/1050 [==============================] - 1s 611us/step - loss: 0.2393 - accuracy: 0.9000 - val_loss: 0.2885 - val_accuracy: 0.8900
Epoch 9/200
1050/1050 [==============================] - 1s 601us/step - loss: 0.2586 - accuracy: 0.9000 - val_loss: 0.2832 - val_accuracy: 0.8938
Epoch 10/200
1050/1050 [==============================] - 1s 600us/step - loss: 0.3311 - accuracy: 0.8500 - val_loss: 0.2898 - val_accuracy: 0.8928
Epoch 11/200
1050/1050 [==============================] - 1s 643us/step - loss: 0.1708 - accuracy: 0.9200 - val_loss: 0.2857 - val_accuracy: 0.8928
Epoch 12/200
1050/1050 [==============================] - 1s 626us/step - loss: 0.1962 - accuracy: 0.9200 - val_loss: 0.2849 - val_accuracy: 0.8935
Epoch 13/200
1050/1050 [==============================] - 1s 588us/step - loss: 0.2393 - accuracy: 0.8900 - val_loss: 0.2955 - val_accuracy: 0.8874
Epoch 14/200
1050/1050 [==============================] - 1s 619us/step - loss: 0.3850 - accuracy: 0.8500 - val_loss: 0.2904 - val_accuracy: 0.8892
Epoch 15/200
1050/1050 [==============================] - 1s 615us/step - loss: 0.2327 - accuracy: 0.9000 - val_loss: 0.2902 - val_accuracy: 0.8922
Epoch 16/200
1050/1050 [==============================] - 1s 661us/step - loss: 0.3237 - accuracy: 0.8900 - val_loss: 0.3008 - val_accuracy: 0.8881
Epoch 17/200
1050/1050 [==============================] - 1s 618us/step - loss: 0.2163 - accuracy: 0.9200 - val_loss: 0.2847 - val_accuracy: 0.8937
Epoch 18/200
1050/1050 [==============================] - 1s 647us/step - loss: 0.2519 - accuracy: 0.8800 - val_loss: 0.2795 - val_accuracy: 0.8952
Epoch 19/200
1050/1050 [==============================] - 1s 664us/step - loss: 0.3139 - accuracy: 0.8800 - val_loss: 0.2862 - val_accuracy: 0.8918
Epoch 20/200
1050/1050 [==============================] - 1s 634us/step - loss: 0.3106 - accuracy: 0.9000 - val_loss: 0.2825 - val_accuracy: 0.8947
Epoch 21/200
1050/1050 [==============================] - 1s 649us/step - loss: 0.3095 - accuracy: 0.8200 - val_loss: 0.2855 - val_accuracy: 0.8943
Epoch 22/200
1050/1050 [==============================] - 1s 634us/step - loss: 0.2187 - accuracy: 0.9100 - val_loss: 0.2807 - val_accuracy: 0.8968
Epoch 23/200
1050/1050 [==============================] - 1s 641us/step - loss: 0.3254 - accuracy: 0.8600 - val_loss: 0.2878 - val_accuracy: 0.8927
Epoch 24/200
1050/1050 [==============================] - 1s 642us/step - loss: 0.2714 - accuracy: 0.8700 - val_loss: 0.2808 - val_accuracy: 0.8945
Epoch 25/200
1050/1050 [==============================] - 1s 610us/step - loss: 0.4991 - accuracy: 0.8500 - val_loss: 0.2889 - val_accuracy: 0.8911
Epoch 26/200
1050/1050 [==============================] - 1s 624us/step - loss: 0.2370 - accuracy: 0.9000 - val_loss: 0.2892 - val_accuracy: 0.8915
Epoch 27/200
1050/1050 [==============================] - 1s 638us/step - loss: 0.3302 - accuracy: 0.8800 - val_loss: 0.2835 - val_accuracy: 0.8944
Epoch 28/200
1050/1050 [==============================] - 1s 644us/step - loss: 0.2492 - accuracy: 0.9100 - val_loss: 0.2792 - val_accuracy: 0.8975
Epoch 29/200
1050/1050 [==============================] - 1s 647us/step - loss: 0.2734 - accuracy: 0.9300 - val_loss: 0.2819 - val_accuracy: 0.8973
Epoch 30/200
1050/1050 [==============================] - 1s 637us/step - loss: 0.3736 - accuracy: 0.8800 - val_loss: 0.2879 - val_accuracy: 0.8913
Epoch 31/200
1050/1050 [==============================] - 1s 643us/step - loss: 0.2635 - accuracy: 0.8800 - val_loss: 0.2884 - val_accuracy: 0.8936
Epoch 32/200
1050/1050 [==============================] - 1s 631us/step - loss: 0.2337 - accuracy: 0.9100 - val_loss: 0.2907 - val_accuracy: 0.8903
Epoch 33/200
1050/1050 [==============================] - 1s 669us/step - loss: 0.2525 - accuracy: 0.8600 - val_loss: 0.2860 - val_accuracy: 0.8921
Epoch 34/200
1050/1050 [==============================] - 1s 658us/step - loss: 0.2771 - accuracy: 0.8900 - val_loss: 0.2857 - val_accuracy: 0.8970
Epoch 35/200
1050/1050 [==============================] - 1s 645us/step - loss: 0.3795 - accuracy: 0.8800 - val_loss: 0.2815 - val_accuracy: 0.8924
Epoch 36/200
1050/1050 [==============================] - 1s 615us/step - loss: 0.2411 - accuracy: 0.9100 - val_loss: 0.2940 - val_accuracy: 0.8878
Epoch 37/200
1050/1050 [==============================] - 1s 641us/step - loss: 0.3555 - accuracy: 0.8900 - val_loss: 0.2895 - val_accuracy: 0.8920
Epoch 38/200
1050/1050 [==============================] - 1s 627us/step - loss: 0.2261 - accuracy: 0.9300 - val_loss: 0.3025 - val_accuracy: 0.8911
Epoch 39/200
1050/1050 [==============================] - 1s 670us/step - loss: 0.2432 - accuracy: 0.8800 - val_loss: 0.2823 - val_accuracy: 0.8932
Epoch 40/200
1050/1050 [==============================] - 1s 616us/step - loss: 0.2621 - accuracy: 0.9200 - val_loss: 0.2850 - val_accuracy: 0.8917
Epoch 41/200
1050/1050 [==============================] - 1s 626us/step - loss: 0.3030 - accuracy: 0.9100 - val_loss: 0.3016 - val_accuracy: 0.8862
Epoch 42/200
1050/1050 [==============================] - 1s 660us/step - loss: 0.3223 - accuracy: 0.8600 - val_loss: 0.3014 - val_accuracy: 0.8880
Epoch 43/200
1050/1050 [==============================] - 1s 634us/step - loss: 0.3168 - accuracy: 0.9400 - val_loss: 0.2828 - val_accuracy: 0.8948
Epoch 44/200
1050/1050 [==============================] - 1s 647us/step - loss: 0.2825 - accuracy: 0.8900 - val_loss: 0.2792 - val_accuracy: 0.8960
Epoch 45/200
1050/1050 [==============================] - 1s 654us/step - loss: 0.2115 - accuracy: 0.9400 - val_loss: 0.2795 - val_accuracy: 0.8949
Epoch 46/200
1050/1050 [==============================] - 1s 635us/step - loss: 0.3370 - accuracy: 0.8700 - val_loss: 0.3030 - val_accuracy: 0.8868
Epoch 47/200
1050/1050 [==============================] - 1s 648us/step - loss: 0.2037 - accuracy: 0.9000 - val_loss: 0.2837 - val_accuracy: 0.8908
Epoch 48/200
1050/1050 [==============================] - 1s 658us/step - loss: 0.2455 - accuracy: 0.9500 - val_loss: 0.2795 - val_accuracy: 0.8973
Epoch 49/200
1050/1050 [==============================] - 1s 650us/step - loss: 0.3444 - accuracy: 0.9000 - val_loss: 0.2822 - val_accuracy: 0.8966
Epoch 50/200
1050/1050 [==============================] - 1s 653us/step - loss: 0.4131 - accuracy: 0.8800 - val_loss: 0.2965 - val_accuracy: 0.8893
Epoch 51/200
1050/1050 [==============================] - 1s 621us/step - loss: 0.2427 - accuracy: 0.8900 - val_loss: 0.2819 - val_accuracy: 0.8960
Epoch 52/200
1050/1050 [==============================] - 1s 638us/step - loss: 0.3302 - accuracy: 0.8800 - val_loss: 0.3334 - val_accuracy: 0.8803
Epoch 53/200
1050/1050 [==============================] - 1s 632us/step - loss: 0.2404 - accuracy: 0.8900 - val_loss: 0.2782 - val_accuracy: 0.8976
Epoch 54/200
1050/1050 [==============================] - 1s 631us/step - loss: 0.3016 - accuracy: 0.8800 - val_loss: 0.2847 - val_accuracy: 0.8951
Epoch 55/200
1050/1050 [==============================] - 1s 639us/step - loss: 0.2486 - accuracy: 0.9100 - val_loss: 0.2752 - val_accuracy: 0.8965
Epoch 56/200
1050/1050 [==============================] - 1s 623us/step - loss: 0.3040 - accuracy: 0.9300 - val_loss: 0.2834 - val_accuracy: 0.8928
Epoch 57/200
1050/1050 [==============================] - 1s 652us/step - loss: 0.3488 - accuracy: 0.9000 - val_loss: 0.2937 - val_accuracy: 0.8907
Epoch 58/200
1050/1050 [==============================] - 1s 655us/step - loss: 0.2862 - accuracy: 0.9000 - val_loss: 0.2772 - val_accuracy: 0.8943
Epoch 59/200
1050/1050 [==============================] - 1s 672us/step - loss: 0.2610 - accuracy: 0.9100 - val_loss: 0.2902 - val_accuracy: 0.8908
Epoch 60/200
1050/1050 [==============================] - 1s 654us/step - loss: 0.1780 - accuracy: 0.9400 - val_loss: 0.2754 - val_accuracy: 0.8962
Epoch 61/200
1050/1050 [==============================] - 1s 627us/step - loss: 0.2228 - accuracy: 0.9000 - val_loss: 0.2775 - val_accuracy: 0.8965
Epoch 62/200
1050/1050 [==============================] - 1s 656us/step - loss: 0.2226 - accuracy: 0.9100 - val_loss: 0.2744 - val_accuracy: 0.8973
Epoch 63/200
1050/1050 [==============================] - 1s 658us/step - loss: 0.3424 - accuracy: 0.8600 - val_loss: 0.2798 - val_accuracy: 0.8931
Epoch 64/200
1050/1050 [==============================] - 1s 674us/step - loss: 0.2664 - accuracy: 0.8400 - val_loss: 0.2824 - val_accuracy: 0.8963
Epoch 65/200
1050/1050 [==============================] - 1s 666us/step - loss: 0.3156 - accuracy: 0.9000 - val_loss: 0.2818 - val_accuracy: 0.8961
Epoch 66/200
1050/1050 [==============================] - 1s 670us/step - loss: 0.2508 - accuracy: 0.8900 - val_loss: 0.2747 - val_accuracy: 0.8972
Epoch 67/200
1050/1050 [==============================] - 1s 632us/step - loss: 0.2245 - accuracy: 0.8900 - val_loss: 0.2753 - val_accuracy: 0.8971
Epoch 68/200
1050/1050 [==============================] - 1s 698us/step - loss: 0.2394 - accuracy: 0.9000 - val_loss: 0.2803 - val_accuracy: 0.8937
Epoch 69/200
1050/1050 [==============================] - 1s 664us/step - loss: 0.2516 - accuracy: 0.8900 - val_loss: 0.2907 - val_accuracy: 0.8919
Epoch 70/200
1050/1050 [==============================] - 1s 653us/step - loss: 0.1974 - accuracy: 0.9000 - val_loss: 0.3031 - val_accuracy: 0.8890
Epoch 71/200
1050/1050 [==============================] - 1s 648us/step - loss: 0.2624 - accuracy: 0.8800 - val_loss: 0.2842 - val_accuracy: 0.8939
Epoch 72/200
1050/1050 [==============================] - 1s 672us/step - loss: 0.3327 - accuracy: 0.8800 - val_loss: 0.2972 - val_accuracy: 0.8897
Epoch 73/200
1050/1050 [==============================] - 1s 669us/step - loss: 0.2719 - accuracy: 0.9100 - val_loss: 0.2767 - val_accuracy: 0.8966
Epoch 74/200
1050/1050 [==============================] - 1s 646us/step - loss: 0.2366 - accuracy: 0.9000 - val_loss: 0.2893 - val_accuracy: 0.8913
Epoch 75/200
1050/1050 [==============================] - 1s 670us/step - loss: 0.2316 - accuracy: 0.9100 - val_loss: 0.2775 - val_accuracy: 0.8965
Epoch 76/200
1050/1050 [==============================] - 1s 661us/step - loss: 0.2153 - accuracy: 0.9300 - val_loss: 0.2756 - val_accuracy: 0.8964
Epoch 77/200
1050/1050 [==============================] - 1s 671us/step - loss: 0.2560 - accuracy: 0.9100 - val_loss: 0.2778 - val_accuracy: 0.8966
Epoch 78/200
1050/1050 [==============================] - 1s 658us/step - loss: 0.2786 - accuracy: 0.9000 - val_loss: 0.2760 - val_accuracy: 0.8959
Epoch 79/200
1050/1050 [==============================] - 1s 658us/step - loss: 0.2817 - accuracy: 0.8900 - val_loss: 0.2769 - val_accuracy: 0.8949
Epoch 80/200
1050/1050 [==============================] - 1s 690us/step - loss: 0.4275 - accuracy: 0.8300 - val_loss: 0.2882 - val_accuracy: 0.8896
Epoch 81/200
1050/1050 [==============================] - 1s 691us/step - loss: 0.2346 - accuracy: 0.9300 - val_loss: 0.2755 - val_accuracy: 0.8958
Epoch 82/200
1050/1050 [==============================] - 1s 643us/step - loss: 0.2670 - accuracy: 0.9000 - val_loss: 0.2750 - val_accuracy: 0.8987
Epoch 83/200
1050/1050 [==============================] - 1s 618us/step - loss: 0.2857 - accuracy: 0.8600 - val_loss: 0.2808 - val_accuracy: 0.8967
Epoch 84/200
1050/1050 [==============================] - 1s 661us/step - loss: 0.3771 - accuracy: 0.8300 - val_loss: 0.2878 - val_accuracy: 0.8960
Epoch 85/200
1050/1050 [==============================] - 1s 656us/step - loss: 0.2855 - accuracy: 0.9200 - val_loss: 0.2752 - val_accuracy: 0.8985
Epoch 86/200
1050/1050 [==============================] - 1s 669us/step - loss: 0.2660 - accuracy: 0.9100 - val_loss: 0.2817 - val_accuracy: 0.8992
Epoch 87/200
1050/1050 [==============================] - 1s 651us/step - loss: 0.3082 - accuracy: 0.8900 - val_loss: 0.2717 - val_accuracy: 0.9000
Epoch 88/200
1050/1050 [==============================] - 1s 679us/step - loss: 0.3203 - accuracy: 0.9000 - val_loss: 0.2833 - val_accuracy: 0.8987
Epoch 89/200
1050/1050 [==============================] - 1s 647us/step - loss: 0.1987 - accuracy: 0.9100 - val_loss: 0.3054 - val_accuracy: 0.8843
Epoch 90/200
1050/1050 [==============================] - 1s 695us/step - loss: 0.3308 - accuracy: 0.9100 - val_loss: 0.2775 - val_accuracy: 0.8992
Epoch 91/200
1050/1050 [==============================] - 1s 696us/step - loss: 0.2116 - accuracy: 0.9200 - val_loss: 0.2798 - val_accuracy: 0.8968
Epoch 92/200
1050/1050 [==============================] - 1s 625us/step - loss: 0.3941 - accuracy: 0.8600 - val_loss: 0.3079 - val_accuracy: 0.8887
Epoch 93/200
1050/1050 [==============================] - 1s 684us/step - loss: 0.3159 - accuracy: 0.8900 - val_loss: 0.2943 - val_accuracy: 0.8946
Epoch 94/200
1050/1050 [==============================] - 1s 687us/step - loss: 0.2586 - accuracy: 0.9200 - val_loss: 0.2778 - val_accuracy: 0.8975
Epoch 95/200
1050/1050 [==============================] - 1s 696us/step - loss: 0.2343 - accuracy: 0.9400 - val_loss: 0.2864 - val_accuracy: 0.8915
Epoch 96/200
1050/1050 [==============================] - 1s 657us/step - loss: 0.2223 - accuracy: 0.9300 - val_loss: 0.2762 - val_accuracy: 0.8990
Epoch 97/200
1050/1050 [==============================] - 1s 701us/step - loss: 0.1758 - accuracy: 0.9000 - val_loss: 0.2734 - val_accuracy: 0.8984
Epoch 98/200
1050/1050 [==============================] - 1s 684us/step - loss: 0.2633 - accuracy: 0.9200 - val_loss: 0.2691 - val_accuracy: 0.9012
Epoch 99/200
1050/1050 [==============================] - 1s 681us/step - loss: 0.3042 - accuracy: 0.9000 - val_loss: 0.2731 - val_accuracy: 0.8988
Epoch 100/200
1050/1050 [==============================] - 1s 656us/step - loss: 0.2182 - accuracy: 0.9400 - val_loss: 0.2746 - val_accuracy: 0.8979
Epoch 101/200
1050/1050 [==============================] - 1s 676us/step - loss: 0.2427 - accuracy: 0.9200 - val_loss: 0.2732 - val_accuracy: 0.9004
Epoch 102/200
1050/1050 [==============================] - 1s 664us/step - loss: 0.2594 - accuracy: 0.9000 - val_loss: 0.2749 - val_accuracy: 0.9021
Epoch 103/200
1050/1050 [==============================] - 1s 681us/step - loss: 0.2713 - accuracy: 0.8800 - val_loss: 0.2968 - val_accuracy: 0.8914
Epoch 104/200
1050/1050 [==============================] - 1s 639us/step - loss: 0.2320 - accuracy: 0.9000 - val_loss: 0.2842 - val_accuracy: 0.8976
Epoch 105/200
1050/1050 [==============================] - 1s 658us/step - loss: 0.2528 - accuracy: 0.9400 - val_loss: 0.2780 - val_accuracy: 0.8957
Epoch 106/200
1050/1050 [==============================] - 1s 646us/step - loss: 0.2209 - accuracy: 0.9200 - val_loss: 0.2729 - val_accuracy: 0.8984
Epoch 107/200
1050/1050 [==============================] - 1s 786us/step - loss: 0.2035 - accuracy: 0.8800 - val_loss: 0.2732 - val_accuracy: 0.8989
Epoch 108/200
1050/1050 [==============================] - 1s 678us/step - loss: 0.2019 - accuracy: 0.9100 - val_loss: 0.2944 - val_accuracy: 0.8888
Epoch 109/200
1050/1050 [==============================] - 1s 682us/step - loss: 0.3853 - accuracy: 0.8700 - val_loss: 0.2740 - val_accuracy: 0.8990
Epoch 110/200
1050/1050 [==============================] - 1s 671us/step - loss: 0.2591 - accuracy: 0.9100 - val_loss: 0.2753 - val_accuracy: 0.8955
Epoch 111/200
1050/1050 [==============================] - 1s 689us/step - loss: 0.2053 - accuracy: 0.9400 - val_loss: 0.2770 - val_accuracy: 0.8965
Epoch 112/200
1050/1050 [==============================] - 1s 680us/step - loss: 0.3548 - accuracy: 0.8700 - val_loss: 0.2748 - val_accuracy: 0.8954
Epoch 113/200
1050/1050 [==============================] - 1s 666us/step - loss: 0.3066 - accuracy: 0.9000 - val_loss: 0.2744 - val_accuracy: 0.8999
Epoch 114/200
1050/1050 [==============================] - 1s 692us/step - loss: 0.3648 - accuracy: 0.8600 - val_loss: 0.2717 - val_accuracy: 0.8953
Epoch 115/200
1050/1050 [==============================] - 1s 690us/step - loss: 0.3330 - accuracy: 0.8900 - val_loss: 0.2799 - val_accuracy: 0.8987
Epoch 116/200
1050/1050 [==============================] - 1s 676us/step - loss: 0.3077 - accuracy: 0.9100 - val_loss: 0.2927 - val_accuracy: 0.8901
Epoch 117/200
1050/1050 [==============================] - 1s 693us/step - loss: 0.2511 - accuracy: 0.9100 - val_loss: 0.2763 - val_accuracy: 0.8985
Epoch 118/200
1050/1050 [==============================] - 1s 676us/step - loss: 0.1912 - accuracy: 0.9100 - val_loss: 0.2715 - val_accuracy: 0.8987
Epoch 119/200
1050/1050 [==============================] - 1s 648us/step - loss: 0.3761 - accuracy: 0.8500 - val_loss: 0.2775 - val_accuracy: 0.8962
Epoch 120/200
1050/1050 [==============================] - 1s 675us/step - loss: 0.2698 - accuracy: 0.8700 - val_loss: 0.2701 - val_accuracy: 0.8991
Epoch 121/200
1050/1050 [==============================] - 1s 699us/step - loss: 0.2300 - accuracy: 0.9500 - val_loss: 0.2685 - val_accuracy: 0.9000
Epoch 122/200
1050/1050 [==============================] - 1s 701us/step - loss: 0.1587 - accuracy: 0.9500 - val_loss: 0.2806 - val_accuracy: 0.8924
Epoch 123/200
1050/1050 [==============================] - 1s 707us/step - loss: 0.2140 - accuracy: 0.9300 - val_loss: 0.2720 - val_accuracy: 0.8986
Epoch 124/200
1050/1050 [==============================] - 1s 655us/step - loss: 0.3227 - accuracy: 0.8600 - val_loss: 0.2714 - val_accuracy: 0.8974
Epoch 125/200
1050/1050 [==============================] - 1s 708us/step - loss: 0.3752 - accuracy: 0.7800 - val_loss: 0.2851 - val_accuracy: 0.8964
Epoch 126/200
1050/1050 [==============================] - 1s 713us/step - loss: 0.2441 - accuracy: 0.8700 - val_loss: 0.2780 - val_accuracy: 0.8999
Epoch 127/200
1050/1050 [==============================] - 1s 689us/step - loss: 0.2931 - accuracy: 0.8700 - val_loss: 0.2685 - val_accuracy: 0.9000
Epoch 128/200
1050/1050 [==============================] - 1s 710us/step - loss: 0.1938 - accuracy: 0.9200 - val_loss: 0.2843 - val_accuracy: 0.8912
Epoch 129/200
1050/1050 [==============================] - 1s 675us/step - loss: 0.1635 - accuracy: 0.9400 - val_loss: 0.2905 - val_accuracy: 0.8924
Epoch 130/200
1050/1050 [==============================] - 1s 658us/step - loss: 0.2178 - accuracy: 0.9100 - val_loss: 0.2742 - val_accuracy: 0.8992
Epoch 131/200
1050/1050 [==============================] - 1s 714us/step - loss: 0.3790 - accuracy: 0.9000 - val_loss: 0.2753 - val_accuracy: 0.8991
Epoch 132/200
1050/1050 [==============================] - 1s 692us/step - loss: 0.1839 - accuracy: 0.9400 - val_loss: 0.2790 - val_accuracy: 0.8952
Epoch 133/200
1050/1050 [==============================] - 1s 711us/step - loss: 0.3354 - accuracy: 0.9100 - val_loss: 0.2743 - val_accuracy: 0.8984
Epoch 134/200
1050/1050 [==============================] - 1s 692us/step - loss: 0.2757 - accuracy: 0.8700 - val_loss: 0.2706 - val_accuracy: 0.8982
Epoch 135/200
1050/1050 [==============================] - 1s 750us/step - loss: 0.3543 - accuracy: 0.8700 - val_loss: 0.2798 - val_accuracy: 0.8983
Epoch 136/200
1050/1050 [==============================] - 1s 711us/step - loss: 0.2776 - accuracy: 0.8900 - val_loss: 0.2682 - val_accuracy: 0.8980
Epoch 137/200
1050/1050 [==============================] - 1s 699us/step - loss: 0.3827 - accuracy: 0.9000 - val_loss: 0.2857 - val_accuracy: 0.8926
Epoch 138/200
1050/1050 [==============================] - 1s 710us/step - loss: 0.2793 - accuracy: 0.8800 - val_loss: 0.3101 - val_accuracy: 0.8869
Epoch 139/200
1050/1050 [==============================] - 1s 733us/step - loss: 0.2147 - accuracy: 0.9400 - val_loss: 0.2748 - val_accuracy: 0.8952
Epoch 140/200
1050/1050 [==============================] - 1s 712us/step - loss: 0.2525 - accuracy: 0.9000 - val_loss: 0.2780 - val_accuracy: 0.8944
Epoch 141/200
1050/1050 [==============================] - 1s 682us/step - loss: 0.3171 - accuracy: 0.8600 - val_loss: 0.2727 - val_accuracy: 0.8992
Epoch 142/200
1050/1050 [==============================] - 1s 703us/step - loss: 0.2246 - accuracy: 0.9000 - val_loss: 0.2678 - val_accuracy: 0.9004
Epoch 143/200
1050/1050 [==============================] - 1s 696us/step - loss: 0.3899 - accuracy: 0.9200 - val_loss: 0.2716 - val_accuracy: 0.9000
Epoch 144/200
1050/1050 [==============================] - 1s 693us/step - loss: 0.2663 - accuracy: 0.8900 - val_loss: 0.2730 - val_accuracy: 0.8996
Epoch 145/200
1050/1050 [==============================] - 1s 721us/step - loss: 0.2883 - accuracy: 0.9000 - val_loss: 0.2694 - val_accuracy: 0.8979
Epoch 146/200
1050/1050 [==============================] - 1s 721us/step - loss: 0.4011 - accuracy: 0.9000 - val_loss: 0.2940 - val_accuracy: 0.8937
Epoch 147/200
1050/1050 [==============================] - 1s 716us/step - loss: 0.2291 - accuracy: 0.9200 - val_loss: 0.2706 - val_accuracy: 0.8981
Epoch 148/200
1050/1050 [==============================] - 1s 707us/step - loss: 0.2183 - accuracy: 0.9300 - val_loss: 0.2716 - val_accuracy: 0.8983
Epoch 149/200
1050/1050 [==============================] - 1s 750us/step - loss: 0.1732 - accuracy: 0.9100 - val_loss: 0.2694 - val_accuracy: 0.8999
Epoch 150/200
1050/1050 [==============================] - 1s 686us/step - loss: 0.2819 - accuracy: 0.8800 - val_loss: 0.2708 - val_accuracy: 0.8987
Epoch 151/200
1050/1050 [==============================] - 1s 726us/step - loss: 0.3385 - accuracy: 0.8800 - val_loss: 0.2678 - val_accuracy: 0.9003
Epoch 152/200
1050/1050 [==============================] - 1s 724us/step - loss: 0.2648 - accuracy: 0.8900 - val_loss: 0.2671 - val_accuracy: 0.9013
Epoch 153/200
1050/1050 [==============================] - 1s 733us/step - loss: 0.2603 - accuracy: 0.9100 - val_loss: 0.2701 - val_accuracy: 0.9010
Epoch 154/200
1050/1050 [==============================] - 1s 1ms/step - loss: 0.2247 - accuracy: 0.9000 - val_loss: 0.3043 - val_accuracy: 0.8874
Epoch 155/200
1050/1050 [==============================] - 1s 728us/step - loss: 0.2700 - accuracy: 0.8600 - val_loss: 0.2896 - val_accuracy: 0.8933
Epoch 156/200
1050/1050 [==============================] - 1s 718us/step - loss: 0.2386 - accuracy: 0.9200 - val_loss: 0.2680 - val_accuracy: 0.9010
Epoch 157/200
1050/1050 [==============================] - 1s 742us/step - loss: 0.2015 - accuracy: 0.9400 - val_loss: 0.2681 - val_accuracy: 0.8987
Epoch 158/200
1050/1050 [==============================] - 1s 720us/step - loss: 0.2307 - accuracy: 0.9400 - val_loss: 0.2970 - val_accuracy: 0.8920
Epoch 159/200
1050/1050 [==============================] - 1s 728us/step - loss: 0.2515 - accuracy: 0.9300 - val_loss: 0.2676 - val_accuracy: 0.8991
Epoch 160/200
1050/1050 [==============================] - 1s 693us/step - loss: 0.2374 - accuracy: 0.9300 - val_loss: 0.2799 - val_accuracy: 0.8930
Epoch 161/200
1050/1050 [==============================] - 1s 718us/step - loss: 0.2982 - accuracy: 0.8900 - val_loss: 0.3106 - val_accuracy: 0.8875
Epoch 162/200
1050/1050 [==============================] - 1s 733us/step - loss: 0.3347 - accuracy: 0.9100 - val_loss: 0.2706 - val_accuracy: 0.9006
Epoch 163/200
1050/1050 [==============================] - 1s 696us/step - loss: 0.3037 - accuracy: 0.8800 - val_loss: 0.2694 - val_accuracy: 0.8986
Epoch 164/200
1050/1050 [==============================] - 1s 711us/step - loss: 0.2337 - accuracy: 0.9500 - val_loss: 0.2665 - val_accuracy: 0.9017
Epoch 165/200
1050/1050 [==============================] - 1s 723us/step - loss: 0.2435 - accuracy: 0.9200 - val_loss: 0.2644 - val_accuracy: 0.9020
Epoch 166/200
1050/1050 [==============================] - 1s 714us/step - loss: 0.3407 - accuracy: 0.8700 - val_loss: 0.2788 - val_accuracy: 0.8971
Epoch 167/200
1050/1050 [==============================] - 1s 732us/step - loss: 0.1676 - accuracy: 0.9400 - val_loss: 0.2757 - val_accuracy: 0.8973
Epoch 168/200
1050/1050 [==============================] - 1s 721us/step - loss: 0.3100 - accuracy: 0.8900 - val_loss: 0.2727 - val_accuracy: 0.8980
Epoch 169/200
1050/1050 [==============================] - 1s 744us/step - loss: 0.2559 - accuracy: 0.9400 - val_loss: 0.2712 - val_accuracy: 0.9020
Epoch 170/200
1050/1050 [==============================] - 1s 748us/step - loss: 0.3812 - accuracy: 0.8600 - val_loss: 0.2751 - val_accuracy: 0.8990
Epoch 171/200
1050/1050 [==============================] - 1s 725us/step - loss: 0.1945 - accuracy: 0.9500 - val_loss: 0.2662 - val_accuracy: 0.9026
Epoch 172/200
1050/1050 [==============================] - 1s 704us/step - loss: 0.2435 - accuracy: 0.9200 - val_loss: 0.2733 - val_accuracy: 0.8958
Epoch 173/200
1050/1050 [==============================] - 1s 708us/step - loss: 0.1325 - accuracy: 0.9300 - val_loss: 0.2713 - val_accuracy: 0.8993
Epoch 174/200
1050/1050 [==============================] - 1s 723us/step - loss: 0.2293 - accuracy: 0.8800 - val_loss: 0.2663 - val_accuracy: 0.8994
Epoch 175/200
1050/1050 [==============================] - 1s 699us/step - loss: 0.2207 - accuracy: 0.9200 - val_loss: 0.2761 - val_accuracy: 0.8968
Epoch 176/200
1050/1050 [==============================] - 1s 753us/step - loss: 0.3894 - accuracy: 0.9000 - val_loss: 0.2692 - val_accuracy: 0.9021
Epoch 177/200
1050/1050 [==============================] - 1s 751us/step - loss: 0.2255 - accuracy: 0.9000 - val_loss: 0.2656 - val_accuracy: 0.9022
Epoch 178/200
1050/1050 [==============================] - 1s 735us/step - loss: 0.3192 - accuracy: 0.8900 - val_loss: 0.2628 - val_accuracy: 0.9034
Epoch 179/200
1050/1050 [==============================] - 1s 743us/step - loss: 0.2670 - accuracy: 0.9300 - val_loss: 0.2657 - val_accuracy: 0.9013
Epoch 180/200
1050/1050 [==============================] - 1s 755us/step - loss: 0.2596 - accuracy: 0.9000 - val_loss: 0.2700 - val_accuracy: 0.8975
Epoch 181/200
1050/1050 [==============================] - 1s 759us/step - loss: 0.1899 - accuracy: 0.9200 - val_loss: 0.2653 - val_accuracy: 0.8983
Epoch 182/200
1050/1050 [==============================] - 1s 781us/step - loss: 0.2341 - accuracy: 0.9100 - val_loss: 0.2771 - val_accuracy: 0.8966
Epoch 183/200
1050/1050 [==============================] - 1s 753us/step - loss: 0.1717 - accuracy: 0.9500 - val_loss: 0.2744 - val_accuracy: 0.8978
Epoch 184/200
1050/1050 [==============================] - 1s 780us/step - loss: 0.1670 - accuracy: 0.9500 - val_loss: 0.2816 - val_accuracy: 0.8945
Epoch 185/200
1050/1050 [==============================] - 1s 739us/step - loss: 0.2888 - accuracy: 0.8700 - val_loss: 0.2671 - val_accuracy: 0.8999
Epoch 186/200
1050/1050 [==============================] - 1s 731us/step - loss: 0.1749 - accuracy: 0.9300 - val_loss: 0.2824 - val_accuracy: 0.8931
Epoch 187/200
1050/1050 [==============================] - 1s 771us/step - loss: 0.2501 - accuracy: 0.9200 - val_loss: 0.2663 - val_accuracy: 0.8991
Epoch 188/200
1050/1050 [==============================] - 1s 765us/step - loss: 0.1479 - accuracy: 0.9400 - val_loss: 0.2637 - val_accuracy: 0.9032
Epoch 189/200
1050/1050 [==============================] - 1s 716us/step - loss: 0.2322 - accuracy: 0.9200 - val_loss: 0.2670 - val_accuracy: 0.8995
Epoch 190/200
1050/1050 [==============================] - 1s 768us/step - loss: 0.2288 - accuracy: 0.9100 - val_loss: 0.2703 - val_accuracy: 0.9028
Epoch 191/200
1050/1050 [==============================] - 1s 750us/step - loss: 0.2404 - accuracy: 0.9400 - val_loss: 0.2722 - val_accuracy: 0.9002
Epoch 192/200
1050/1050 [==============================] - 1s 773us/step - loss: 0.3203 - accuracy: 0.8900 - val_loss: 0.2717 - val_accuracy: 0.8996
Epoch 193/200
1050/1050 [==============================] - 1s 758us/step - loss: 0.2062 - accuracy: 0.9200 - val_loss: 0.2667 - val_accuracy: 0.8969
Epoch 194/200
1050/1050 [==============================] - 1s 730us/step - loss: 0.2833 - accuracy: 0.8900 - val_loss: 0.2743 - val_accuracy: 0.8995
Epoch 195/200
1050/1050 [==============================] - 1s 774us/step - loss: 0.3891 - accuracy: 0.8200 - val_loss: 0.2896 - val_accuracy: 0.8944
Epoch 196/200
1050/1050 [==============================] - 1s 727us/step - loss: 0.2392 - accuracy: 0.9200 - val_loss: 0.2682 - val_accuracy: 0.8989
Epoch 197/200
1050/1050 [==============================] - 1s 750us/step - loss: 0.2381 - accuracy: 0.9100 - val_loss: 0.2697 - val_accuracy: 0.8971
Epoch 198/200
1050/1050 [==============================] - 1s 779us/step - loss: 0.3365 - accuracy: 0.9000 - val_loss: 0.2643 - val_accuracy: 0.9033
Epoch 199/200
1050/1050 [==============================] - 1s 777us/step - loss: 0.2081 - accuracy: 0.9000 - val_loss: 0.2656 - val_accuracy: 0.9015
Epoch 200/200
1050/1050 [==============================] - 1s 749us/step - loss: 0.2295 - accuracy: 0.9100 - val_loss: 0.2617 - val_accuracy: 0.9042








Results
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prediction = complex_network.predict(T.astype(np.complex64)).numpy()
prediction.shape
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(1311618,)







[16]:





prediction_image = np.zeros(raw_labels.shape, dtype=int)
p_index = 0
for i in range(raw_labels.shape[0]):
    for j in range(raw_labels.shape[1]):
        if raw_labels[i, j] != 0:
            prediction_image[i, j] = prediction[p_index] + 1
            p_index += 1
assert p_index == len(prediction)
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show_ground_truth(prediction_image, "./")
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<Figure size 432x288 with 0 Axes>
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loss, acc = complex_network.evaluate(x_test.astype(np.complex64), y_test)
print("Test Accuracy: {0:.2%}; Loss: {1:.4}".format(acc, loss))













Test Accuracy: 91.53%; Loss: 0.2493
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complex_network.get_confusion_matrix(x_test.astype(np.complex64), y_test)
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Monte Carlo Analyzer


Note

All seaborn and matplotlib saved figures also generates a tikz figure (.tex) for LaTeX reports.



Small code example

path = "path/to/the/run_data/file"
monte = MonteCarloAnalyzer(path=path)
monte.do_all(showfig=False, savefig=True)   # Generates some plots






	
class MonteCarloAnalyzer

	This class helps organizing Monte Carlo class results and plotting them.
his class works with the run_data.csv generated with cvnn.montecarlo.MonteCarlo class Monte Carlo






	
__init__(self, df=None, path=None, history_dictionary: Optional[dict] = None)

	There are 2 ways to use this class:


	Either give the data as a pandas [https://pandas.pydata.org/] DataFrame.


	Or give a file path to the run_data.csv file generated with cvnn.montecarlo.MonteCarlo class.




The class will generate the corresponding csv file (if option 1) or obtain the dataframe from the csv file (option 2)


	Parameters

	
	df – (Optional) pandas [https://pandas.pydata.org/] DataFrame with the data to be plotted.




	path – (Optional)

1. If df was given, this can be the a path for MonteCarloAnalyzer to save a run_data.csv file. If path is not given, it will use the default path ./log/montecarlo/<year>/<month>/<day>/run_<time>/
1. If df is not given, path should be:



	The full path and filename for the run_data.csv to be plotted


	A path to search of ALL run_data.csv that it can find (even within subfolders). This is useful when you want to plot together different MonteCarlo.run() results. For example, it enables to run two simulations of 50 iterations each and plot them as if it was a single run of 100 iterations.










	history_dictionary – (Optional) dictionary. This parameter is only used if df and path are None. Dictionary with the models names as keys and a list of full paths to the model history pickle file.













	
do_all(self, extension=".svg", showfig=False, savefig=True)

	Plots box_plot(), plot_histogram() and confidence interval (using MonteCarloPlotter) for both plotly [https://plotly.com/python/] and seaborn [https://seaborn.pydata.org/] libraries for keys val_accuracy, val_loss, accuracy and loss.






	
box_plot(self, epoch=-1, library='plotly', key='val_accuracy', showfig=False, savefig=True, extension='.svg')

	Saves/shows a box plot of the results. [BOX-PLOT]


	Parameters

	
	epoch – Which epoch to use for the box plot. If -1 (default) it will use the last epoch.


	library – string stating the library to be used to generate the box plot. Either plotly [https://plotly.com/python/] or seaborn [https://seaborn.pydata.org/]




	key – String stating what to plot using tf.keras.History labels. ex. val_accuracy, val_loss, accuracy or loss.


	showfig – If True, it will show the grated box plot


	savefig – If True, it saves the figure at: self.path / "plots/box_plot/"


	extension – file extensions (default svg) to be used when saving the file (only used when library is seaborn).












Output example using pyplot

Output example using seaborn


	
plot_histogram(self, key='val_accuracy', epoch=-1, library='seaborn', showfig=False, savefig=True, title='', extension=".svg")

	Saves/shows a histogram of the results.


	Parameters

	
	epoch – Which epoch to use for the histogram. If -1 (default) it will use the last epoch.


	library – string stating the library to be used to generate the box plot:


	matplotlib [https://matplotlib.org/stable/index.html]


	plotly [https://plotly.com/python/]


	seaborn [https://seaborn.pydata.org/]







	key – String stating what to plot using tf.keras.History labels. ex. val_accuracy, val_loss, accuracy or loss.


	showfig – If True, it will show the grated box plot


	savefig – If True, it saves the figure at: self.path / "plots/box_plot/"


	title – Figure title


	extension – file extensions (default svg) to be used when saving the file (ignored if library is plotly).












Output example using pyplot

Output example using seaborn

Output example using matplotlib


	BOX-PLOT

	Williamson, David F., Robert A. Parker, and Juliette S. Kendrick. “The box plot: a simple visual method to interpret data.” Annals of internal medicine 110.11 (1989): 916-921.








          

      

      

    

  

  
    

    Monte Carlo Plotter
    

    

    

    

    

    
 
  

    
      
          
            
  
Monte Carlo Plotter


Note

All seaborn and matplotlib saved figures also generates a tikz figure (.tex) for LaTeX reports.



Small code example

path = "path/to/the/run_data/file"
monte = MonteCarloAnalyzer(path=path)       # MonteCarloAnalyzer uses MonteCarloPlotter by default as a variable :code:`monte_carlo_plotter`
monte.monte_carlo_plotter.plot_line_confidence_interval(x_axis='epoch')






	
class MonteCarloPlotter(Plotter)

	Inherits from Plotter.
Used by Monte Carlo Analyzer.

As Plotter, this class is used to plot evolution graphs with respect to each epoch like loss or accuracy but uses the average and/or median result of a monte carlo simulation.
It also enables the plot of the same figures but with confidence intervals as it can be seen in the figures at the end of the page.






	
__init__(self, path)

	
	Parameters

	path – Path where with all the csv files that ends with _statistical_result.csv. These csv are generated by Monte Carlo Analyzer.










	
plot_line_confidence_interval(self, key='accuracy', showfig=False, savefig=True, library='matplotlib', title='', full_border=True, x_axis='epoch', extension=".svg")

	Saves/shows the evolution of the trainig median and mean with the corresponding confidence intervals of the results.


	Parameters

	
	library – string stating the library to be used to generate the box plot. matplotlib [https://matplotlib.org/stable/index.html], plotly [https://plotly.com/python/] or seaborn [https://seaborn.pydata.org/]


	key – String stating what to plot using tf.keras.History labels. ex. val_accuracy, val_loss, accuracy or loss.


	showfig – If True, it will show the grated box plot


	savefig – If True, it saves the figure at: self.path / "plots/box_plot/"


	title – Figure title


	full_border – 


	x_axis – What to use for the x_axis, by default, epoch (Not recommended to change)


	extension – file extensions (default svg) to be used when saving the file (ignored if library is plotly).












Output example using pyplot

Output example using seaborn


	
plot_key(self, key='accuracy', reload=False, library='plotly', showfig=False, savefig=True, index_loc='mean', extension=".svg")

	
	Parameters

	
	library – String stating the library to be used to generate the box plot.


	matplotlib [https://matplotlib.org/stable/index.html]


	plotly [https://plotly.com/python/]







	key – String stating what to plot using tf.keras.History labels. ex. val_accuracy for the validation acc


	showfig – If True, it will show the grated box plot


	savefig – If True, it saves the figure at self.path/key_library.extension


	reload – If True it will reload data from the csv file in case it has changed.


	index_loc – 


	extension – file extensions (default svg) to be used when saving the file (ignored if library is plotly).
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Plotter


	
class Plotter

	This class manages the plot of results for a model train.
It opens the csv files (test and train) saved during training and plots results as wrt each epoch saved.
This class is generally used to plot accuracy and loss evolution during training.






	
__init__(self, path, file_suffix: str = "_results_fit.csv", data_results_dict: dict = None, model_name: str = None)

	
	Path

	Full path where the csv results are stored



	File_suffix

	(Optional) let’s you filter csv files to open only files that ends with the suffix. By default it opens every csv file it finds.










	
plot_key(self, key='loss', reload=False, library='plotly', showfig=False, savefig=True, index_loc=None, extension=".svg")

	
	Parameters

	
	library – String stating the library to be used to generate the box plot.


	matplotlib [https://matplotlib.org/stable/index.html]


	plotly [https://plotly.com/python/]







	key – String stating what to plot using tf.keras.History labels. ex. val_accuracy for the validation acc


	showfig – If True, it will show the grated box plot


	savefig – If True, it saves the figure at self.path/key_library.extension


	reload – If True it will reload data from the csv file in case it has changed.


	index_loc – 


	extension – file extensions (default svg) to be used when saving the file (ignored if library is plotly).
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Several Monte Carlo Comparison

Small code example

paths = [
    "path/to/relu/run/run_data",        # montecarlo result using relu
    "path/to/tanh/run/run_data",        # montecarlo result using tanh
    "path/to/sigmoid/run/run_data"      # montecarlo result using sigmoid
]
several = SeveralMonteCarloComparison('Activation Functions', x=['ReLU', 'tanh', 'sigmoid'], paths=paths)
several.box_plot(library='seaborn', showfig=True, savefile='path/to/save/result/act_fun_comparison_box_plot')





You can automate this code knowing that the return of each monte carlo run is the path.

paths = []
# Run several Monte Carlo's
for monte_carlo in monte_carlo_with_different_learning_rates:
    paths.append(monte_carlo.run(x, y))
# Run self
several = SeveralMonteCarloComparison('learning rate', x = learning_rates, paths =paths)
several.box_plot(showfig=True)






	
class SeveralMonteCarloComparison

	This class is used to compare several monte carlo runs done with cvnn.montecarlo.MonteCarlo class.
It let’s you compare different models between them but let’s you not change other values like epochs.
You can run as several MonteCarlo runs and then use SeveralMonteCarloComparison class to compare the results.






	
__init__(self, label, x, paths, round=2)

	
	Parameters

	
	label – string that describes what changed between each montecarlo run


	x – List of the value for each monte carlo run wrt :label:.


	paths – Full path to each monte carlo run_data saved file (Must end with run_data)













Note

x and paths must be the same size




	
box_plot(self, key='accuracy', library='plotly', epoch=-1, showfig=False, savefile=None)

	Saves/shows a box plot of the results.


	Parameters

	
	key – String stating what to plot using tf.keras.History labels. ex. val_accuracy for the validation accuracy.


	library – string stating the library to be used to generate the box plot.


	plotly [https://plotly.com/python/]


	seaborn [https://seaborn.pydata.org/]







	epoch – Which epoch to use for the box plot. If -1 (default) it will use the last epoch.


	showfig – If True, it will show the grated box plot.


	savefile – String with the path + filename where to save the boxplot. If None (default) no figure is saved.












Output example using pyplot

Output example using seaborn
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No Dropout Type A 1HL

Monte Carlo run


	Iterations: 1000


	epochs: 150


	batch_size: 100


	Optimizer: SGD. Learning Rate: 0.01


	Data is not shuffled at each iteration




Opened data located in data/TypeA


	Num classes: 2


	Total Samples: 20000


	Vector size: 128


	Train percentage: 80%




Models:

Complex Network

Dense layer


	input size = 128(<class ‘numpy.complex64’>) -> output size = 64;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None




Dense layer


	input size = 64(complex64) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None




Real Network

Dense layer


	input size = 256(<class ‘numpy.float32’>) -> output size = 128;


	act_fun = cart_relu;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None




Dense layer


	input size = 128(<class ‘numpy.float32’>) -> output size = 2;


	act_fun = softmax_real;


	weight init = Glorot Uniform; bias init = Zeros


	Dropout: None





Results Graphs

Box Plots

Confidence lines

Histograms
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Real Vs Complex


	
class RealVsComplex(MonteCarlo)

	Inherits from MonteCarlo. It generates the same files with the exception that the excel file is called ./log/rvnn_vs_cvnn_monte_carlo_summary.xlsx

Compares a complex model with it’s real equivalent.

Example usage:

# Assume you already have complex data 'x' with its labels 'y'... and a Cvnn model.

montecarlo = RealVsComplex(complex_model)
montecarlo.run(x, y)










	
__init__(self, complex_model, capacity_equivalent=True, equiv_technique='ratio')

	Used to compare a single Complex Model given as a parameter. The Code will generate it’s real equivalent and compre both of them.


	Parameters

	
	complex_model – tensorflow.keras.model


	capacity_equivalent – An equivalent model can be equivalent in terms of layer neurons or trainable parameters (capacity equivalent according to this paper [https://arxiv.org/abs/1811.12351])


	True, it creates a capacity-equivalent model in terms of trainable parameters


	False, it will double all layer size (except the last one if classifier=True)







	equiv_technique – Used to define the strategy of the capacity equivalent model.
This parameter is ignored if capacity_equivalent=False


	’ratio’: neurons_real_valued_layer[i] = r * neurons_complex_valued_layer[i], ‘r’ constant for all ‘i’


	’alternate’: Method described in this paper [https://arxiv.org/abs/1811.12351] where one alternates between multiplying by 2 or 1. Special case on the middle is treated as a compromise between the two.
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Other Helper function


	
run_montecarlo(models, dataset, open_dataset=None, iterations=500, epochs=150, batch_size=100, display_freq=1, validation_split=0.2, validation_data=None, debug=False, polar=False, do_all=True, do_conf_mat=True)

	This function is used to compare different neural networks performance.


Note

If you want to compare a CVNN model with just an equivalent-RVNN model you could use mlp_run_real_comparison_montecarlo instead.




	Runs simulation and compares them.


	
	Saves several files into ./log/montecarlo/date/of/run/

	
	run_data.csv: Full information of performance of iteration of each model at each epoch


	<model.name>_statistical_result.csv: Statistical results of all iterations of each model per epoch (mean, median, std, etc)


	models_details.json: A full detailed description of each model to be trained


	(Optional) run_summary.txt: User friendly summary of the run models and data


	(Optional) plot/ folder with the corresponding plots generated by MonteCarloAnalyzer.do_all()













	Parameters

	
	models – List of cvnn.CvnnModel to be compared.


	dataset – cvnn.dataset.Dataset with the dataset to be used on the training


	open_dataset – (None)
If dataset is saved inside a folder and must be opened, path of the Dataset to be opened. Else None (default)


	iterations – Number of iterations to be done for each model


	epochs – Number of epochs for each iteration


	batch_size – Batch size at each iteration


	display_freq – Frequency in terms of epochs of when to do a checkpoint


	polar – Boolean weather the RVNN should receive real and imaginary part (False) or amplitude and phase (True)


	do_all – If true (default) it creates a plot/ folder with the plots generated by MonteCarloAnalyzer.do_all()


	validation_split – Float between 0 and 1.
Percentage of the input data to be used as test set (the rest will be use as train set)
Default: 0.0 (No validation set).
This input is ignored if validation_data is given.


	validation_data – Data on which to evaluate the loss and any model metrics at the end of each epoch.
The model will not be trained on this data. This parameter takes precedence over validation_split.
It can be:



	tuple (x_val, y_val) of Numpy arrays or tensors. Preferred data type (less overhead).


	A tf.data dataset.










	do_conf_mat – Generate a confusion matrix based on results.


	verbose – Different modes according to


	0 or ‘silent’: No output at all


	1 or False: Progress bar per iteration


	2 or True or ‘debug’: Progress bar per epoch











	Returns

	(string) Full path to the run_data.csv generated file.
It can be used by cvnn.data_analysis.SeveralMonteCarloComparison to compare several runs.










	
mlp_run_real_comparison_montecarlo(dataset: cvnn.dataset.Dataset, open_dataset=None, iterations=1000, epochs=150, batch_size=100, display_freq=1, optimizer='sgd', shape_raw=None, activation='cart_relu', debug=False, polar=False, do_all=True, dropout=0.5, validation_split=0.2, validation_data=None, capacity_equivalent=True, equiv_technique='ratio', do_conf_mat=True)

	This function is used to compare CVNN vs RVNN performance over any dataset.


	Automatically creates two Multi-Layer Perceptrons (MLP), one complex and one real.


	Runs simulation and compares them.


	
	Saves several files into ./logs/montecarlo/<year>/<month>/<day>/run_<time>/

	
	run_summary.txt: Summary of the run models and data


	run_data.csv: Full information of performance of iteration of each model at each epoch


	complex_network_statistical_result.csv: Statistical results of all iterations of CVNN per epoch


	real_network_statistical_result.csv: Statistical results of all iterations of RVNN per epoch


	(Optional) plot/ folder with the corresponding plots generated by :code:`MonteCarloAnalyzer.do_all()`#













	Parameters

	
	dataset – cvnn.dataset.Dataset with the dataset to be used on the training


	open_dataset – (None)
If dataset is saved inside a folder and must be opened, path of the Dataset to be opened. Else None (default)


	iterations – Number of iterations to be done for each model


	epochs – Number of epochs for each iteration


	batch_size – Batch size at each iteration


	display_freq – Frequency in terms of epochs of when to do a checkpoint.


	optimizer – Optimizer to be used. Keras optimizers are not allowed.
Can be either cvnn.optimizers.Optimizer or a string listed in opt_dispatcher.


	shape_raw – List of sizes of each hidden layer.
For example [64] will generate a CVNN with one hidden layer of size 64.
Default None will default to example.


	activation – Activation function to be used at each hidden layer


	polar – Boolean weather the RVNN should receive real and imaginary part (False) or amplitude and phase (True)


	do_all – If true (default) it creates a plot/ folder with the plots generated by MonteCarloAnalyzer.do_all()


	dropout – (float) Dropout to be used at each hidden layer. If None it will not use any dropout.


	validation_split – 
	Float between 0 and 1.

	Percentage of the input data to be used as test set (the rest will be use as train set)
Default: 0.0 (No validation set).
This input is ignored if validation_data is given.






	param validation_data

	Data on which to evaluate the loss and any model metrics at the end of each epoch.
The model will not be trained on this data. This parameter takes precedence over validation_split.
It can be:



	tuple (x_val, y_val) of Numpy arrays or tensors. Preferred data type (less overhead).


	A tf.data dataset.














	capacity_equivalent – 
	An equivalent model can be equivalent in terms of layer neurons or

	trainable parameters (capacity equivalent according to: this paper [https://arxiv.org/abs/1811.12351]






	True, it creates a capacity-equivalent model in terms of trainable parameters


	False, it will double all layer size (except the last one if classifier=True)







	equiv_technique – Used to define the strategy of the capacity equivalent model.
This parameter is ignored if capacity_equivalent=False
- ‘ratio’: neurons_real_valued_layer[i] = r * neurons_complex_valued_layer[i], ‘r’ constant for all ‘i’
- ‘alternate’: Method described in this paper [https://arxiv.org/abs/1811.12351] where one alternates between


multiplying by 2 or 1. Special case on the middle is treated as a compromise between the two.







	do_conf_mat – Generate a confusion matrix based on results.


	verbose – Different modes according to


	0 or ‘silent’: No output at all


	1 or False: Progress bar per iteration


	2 or True or ‘debug’: Progress bar per epoch











	Returns

	(string) Full path to the run_data.csv generated file.
It can be used by cvnn.data_analysis.SeveralMonteCarloComparison to compare several runs.










	
run_gaussian_dataset_montecarlo(iterations=1000, m=10000, n=128, param_list=None, epochs=150, batch_size=100, display_freq=1, optimizer='sgd', shape_raw=None, activation='cart_relu', debug=False, polar=False, do_all=True, dropout=None)

	This function is used to compare CVNN vs RVNN performance over statistical non-circular data.


	Generates a complex-valued gaussian correlated noise with the characteristics given by the inputs.


	It then runs a monte carlo simulation of several iterations of both CVNN and an equivalent RVNN model.


	
	Saves several files into ./log/montecarlo/date/of/run/

	
	run_summary.txt: Summary of the run models and data


	run_data.csv: Full information of performance of iteration of each model at each epoch


	complex_network_statistical_result.csv: Statistical results of all iterations of CVNN per epoch


	real_network_statistical_result.csv: Statistical results of all iterations of RVNN per epoch


	(Optional) plot/ folder with the corresponding plots generated by MonteCarloAnalyzer.do_all()













	Parameters

	
	iterations – Number of iterations to be done for each model


	m – Total size of the dataset (number of examples)


	n – Number of features / input vector


	param_list – A list of len = number of classes.
Each element of the list is another list of len = 3 with values: [correlation_coeff, sigma_x, sigma_y]
Example for dataset type A of paper [CIT2020-BARRACHINA]:

param_list = [
    [0.5, 1, 1],
    [-0.5, 1, 1]
]





Default: None will default to the example.




	epochs – Number of epochs for each iteration


	batch_size – Batch size at each iteration


	display_freq – Frequency in terms of epochs of when to do a checkpoint.


	optimizer – Optimizer to be used. Keras optimizers are not allowed.
Can be either cvnn.optimizers.Optimizer or a string listed in opt_dispatcher.


	shape_raw – List of sizes of each hidden layer.
For example [64] will generate a CVNN with one hidden layer of size 64.
Default None will default to example.


	activation – Activation function to be used at each hidden layer


	polar – Boolean weather the RVNN should receive real and imaginary part (False) or amplitude and phase (True)


	do_all – If true (default) it creates a plot/ folder with the plots generated by MonteCarloAnalyzer.do_all()


	dropout – (float) Dropout to be used at each hidden layer. If None it will not use any dropout.


	verbose – Different modes according to


	0 or ‘silent’: No output at all


	1 or False: Progress bar per iteration


	2 or True or ‘debug’: Progress bar per epoch











	Returns

	(string) Full path to the run_data.csv generated file.
It can be used by cvnn.data_analysis.SeveralMonteCarloComparison to compare several runs.










	CIT2020-BARRACHINA

	Jose Agustin Barrachina, Chenfang Ren, Christele Morisseau, Gilles Vieillard, Jean-Philippe Ovarlez “Complex-Valued vs. Real-Valued Neural Networks for Classification Perspectives: An Example on Non-Circular Data” arXiv:2009.08340 ML Stat, Sep. 2020. Available: https://arxiv.org/abs/2009.08340.
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Monte Carlo


	
class MonteCarlo

	Class that allows the statistical comparison of several models on the same dataset

Example:

from cvnn.montecarlo import MonteCarlo
# Assume you already have complex data 'x' with its labels 'y'... and 3 Cvnn models.

montecarlo = MonteCarlo()
montecarlo.add_model(model1)
montecarlo.add_model(model2)
montecarlo.add_model(model3)

montecarlo.run(x, y)





A file ./log/monte_carlo_summary.xlsx is generated the first call to run method.
All following calls will add a row to that same file with each run information to keep track of the results and its configuration.

This code will also generate files into ./log/montecarlo/date/of/run/



	run_data.csv: Full information of performance of iteration of each model at each epoch


	<model.name>_statistical_result.csv: Statistical results of all iterations of each model per epoch (mean, median, std, etc)


	models_details.json: A full detailed description of each model to be trained


	(Optional) run_summary.txt: User friendly summary of the run models and data


	(Optional) plot/ folder with the corresponding plots generated by MonteCarloAnalyzer.do_all()












Note

To see how to create the Optional outputs refer to Output files.




	
add_model(self, model: keras.Model)

	Adds a keras.Model to the list to then comparate between them






	
run(self, x, y, data_summary='', real_cast_modes=None, validation_split=0.2, validation_data=None, test_data=None, iterations=100, epochs=10, batch_size=100, shuffle=False, display_freq=1)

	This function is used to compare all models added with self.add_model method.
Runs the iteration dataset (x, y).


	It then runs a monte carlo simulation of several iterations of each added model.


	An excel file will be created on ./logs/ folder on the first time it runs. All following runs will add a row to the file with the run information to keep track of the results and its configuration.


	
	Saves several files into ./logs/montecarlo/<year>/<month>/<day>/run_<time>/

	
	run_data.csv: Full information of performance of iteration of each model at each epoch


	<model.name>_statistical_result.csv: Statistical results of all iterations of each model per epoch (mean, median, std, etc)


	models_details.json: A full detailed description of each model to be trained


	(Optional) run_summary.txt: User friendly summary of the run models and data


	(Optional) plot/ folder with the corresponding plots generated by MonteCarloAnalyzer.do_all()













	Parameters

	
	x – Input data in complex form. It can be:


	A Numpy array (or array-like), or a list of arrays (in case the model has multiple inputs).


	A TensorFlow tensor, or a list of tensors (in case the model has multiple inputs).


	A tf.data dataset. Should return a tuple (inputs, targets). Preferred data type (less overhead).







	y – Labels/Target data. Like the input data x, it could be either Numpy array(s) or TensorFlow tensor(s).
If x is a dataset then y will be ignored.


	data_summary – (String) Dataset name to keep track of it


	real_cast_modes – mode parameter used by transform-to-real-label to be used when the model to train is real-valued. One of the following:


	String with the mode listed in cvnn.utils.transform_to_real to be used by all the real-valued models to cast complex data to real.


	List or Tuple of strings: Same size of self.models. Mode to cast complex data to real for each model in self.model. real_cast_modes[i] will indicate how to cast data for self.models[i] (ignored when model is complex)







	validation_split – Float between 0 and 1.
Percentage of the input data to be used as test set (the rest will be use as train set)
Default: 0.0 (No validation set).
This input is ignored if validation_data is given.


	validation_data – A tuple (x_val, y_val) of Numpy arrays or tensors. Preferred data type (less overhead).
Data on which to evaluate the loss and any model metrics at the end of each epoch.
The model will not be trained on this data. This parameter takes precedence over validation_split.


	test_data – (Optional) tuple (x_test, y_test) of Numpy arrays or tensors.
Data on which to evaluate the loss and any model metrics at the end of a model training.
The model will not be trained on this data.
If test data is not None (default) it will generate a file called test_results.csv with the statistical results from the test data.


	iterations – Number of iterations to be done for each model


	epochs – Number of epochs for each iteration


	batch_size – Batch size at each iteration


	display_freq – Integer (Default 1)
Frequency on terms of epochs before saving information and running a checkpoint.


	shuffle – (Boolean) Whether to shuffle the training data before each epoch.


	early_stop – (Boolean) Default: False. Wheather to implement early stop on training.


	same_weights – (Boolean) Default: False. If True it will use the same weights at each iteration.


	verbose – Different modes according to


	0 or ‘silent’: No output at all


	1 or False: Progress bar per iteration


	2 or True or ‘debug’: Progress bar per epoch







	early_stop – (Default: False) Wheather to implement early stop on training.
:param same_weights: (Default False) If True it will use the same weights at each iteration.






	Returns

	(string) Full path to the run_data.csv generated file.
It can be used by cvnn.data_analysis.SeveralMonteCarloComparison to compare several runs.
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Output files

Monte Carlo class will generate at least four different type of files on the path ./logs/montecarlo/<year>/<month>/<day>/run_<time>/


	run_data.csv: Raw results with the loss, epoch, model, etc.


	<model_name>_statistical_result.csv: One file is generated for each model in the monte carlo simulation. It contains the statistical results per epoch of the model.


	models_details.json: A full detailed description of each model to be trained.


	run/iteration<iteration>_model<model index and name>/<model_name>_results_fit.csv: Inside the run folder there is information of the result for each model at each iteration.




There are many other optional files that can be controled using the output_config dictionary variable of booleans:

output_config = {
        'plot_all': False,
        'confusion_matrix': False,
        'excel_summary': True,
        'summary_of_run': True,
        'tensorboard': False,
        'save_weights': False,
        'safety_checkpoints': False
    }





A complementary file test_results.csv can be generated if test_data is passed run() (None by default).

Usage example:

monte_carlo = MonteCarlo()
monte_carlo.output_config['plot_all'] = True      # Tell monte carlo to save the plots






Output files






	Variable

	Generated File(s)

	Description





	‘excel_summary’

	.logs/*.xlsx

	Adds a row to an excel file with information of the monte carlo run



	
	./logs/montecarlo/<year>/<month>/<day>/run_<time>/run_data.csv

	Always generated. All monte carlo raw results.



	
	./logs/montecarlo/<year>/<month>/<day>/run_<time>/<model_name>_statistical_result.csv

	Always generated. Statistical results per model.



	
	./logs/montecarlo/<year>/<month>/<day>/run_<time>/models_details.json

	Always generated. A full detailed description of each model to be trained.



	‘plot_all’

	./logs/montecarlo/<year>/<month>/<day>/run_<time>/plots/

	Plots generated using MonteCarloAnalyzer.do_all()



	‘confusion_matrix’

	./logs/montecarlo/<year>/<month>/<day>/run_<time>/<model_name>_confusion_matrix.csv

	Generates a confusion matrix file per model



	‘summary_of_run’

	./logs/montecarlo/<year>/<month>/<day>/run_<time>/run_summary.txt

	Generates a user friendly monte carlo text summary



	‘safety_checkpoints’

	./logs/montecarlo/<year>/<month>/<day>/run_<time>/run_data.csv

	Creates the run_data.csv as data is obtained not to lose information if an unexpected exit happens.



	
	./logs/montecarlo/<year>/<month>/<day>/run_<time>/test_results.csv

	This is generated if a test_data is passed to the run() method of MonteCarlo.



	‘tensorboard’

	./logs/montecarlo/<year>/<month>/<day>/run_<time>/tensorboard/

	Saves tensorboard results like graph, loss and accuracy.
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